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CHAPTER 12

X Y1 Y2 Vs X, (®) X Y1 Y2 Y3 X,
% T~ . i s new link
Y M
Y2 Y2
Y3 ?72 o Y3 b2 o
i Y3 i Y3

Figure 12.2 The effect of measurements on the information matrix and the associated
network of features: (a) Observing y; results in a modification of the information matrix
elements Q. . (b) Similarly, observing y- affects Q. .. Both updates can be carried
out in constant time.

X N 2 )3 X () X1 Y1 Y2 V3 X4
new link
X b Xir) through motion b
Y M
Y2 Y2
3 Y, b2 ()?1 Y3 (}?2

Figure 12.3 The effect of motion on the information matrix and the associated network
of features: (a) before motion, and (b) after motion. If motion is non-deterministic, motion
updates introduce new links (or reinforce existing links) between any two active features,
while weakening the links between the robot and those features. This step introduces links
between pairs of features.

X1 Y1 Y2 V3

X

Y
Y2

Y3

Figure 12.4 Sparsification: A feature is deactivated by eliminating its link to the robot.
To compensate for this change in information state, links between active features and/or the
robot are also updated. The entire operation can be performed in constant time.
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We egin with the measurement update step, depicted in Figure 12.2. Each of the two
panels show the information matrix maintained by the SEIF, along with the graph
defined by the information links. In the measurement update, sensing a feature y;
leads the SEIF to update the off-diagonal element of its information matrix that links
the robot pose estimate x; to the observed feature y;. This is illustrate din the left
panel of Figure 12.2a. Similarly, sensing - leads it to update the elements in the
information matrix that link the robot pose x; and the feature y-, as illustrated in
Figure 12.2b. As we shall see, each of these updates correspond to local additions in
the information matrix (and the information vector). In both cases (information matrix
and vector), this addition touches only elements that link the robot pose variable to the
observed feature. This makes the measurement update noticeably efficient than the
corresponding update steo in EKFs. In particular, the complexity of updating a SEIF
in response to a measurement takes time independent of the size of the map.

The motion update is shown in Figure 12.3. Here a robot’s pose changes; Figure 12.3a
depicts a the information state before, and Figure 12.3b after motion, respectively.
The motion affects the information state in multiple ways. First, the links between the
robot’s pose and the features y1, y» are weakened. This is a result of the fact that robot
motion is erroneous, hence causes us to lose information about where the robot is
relative to features in the map. However, this information is not entirely lost. Some of
it is mapped into information links between pairs of features. This shift of information
comes about since even though we lost information on the robot pose, we did not
lose information on the relative location of features in the map. Whereas previously,
those features were linked indirectly through the robot pose, they are now linked also
directly after the update step.

The shift of information from robot pose links to between-feature links is a key el-
ement of the SEIF. In particular, the EIF discussed in the previous chapter never in-
troduced any links between pairs of features. It is a direct consequence of using the
information form as a filter, for the online SLAM problem. By integrating out past
pose variables, we lose those links, and they are mapped back into the between-feature
elements in the information matrix.

For a pair of features to acquire a direct link in this process, both have to be active
before the update, that is, their corresponding elements that links them to the robot
pose in the information matrix have to be non-zero. This is illustrated in Figure 12.3:
A between-feature link is only introduced between features y; and y.. Feature ys,
which is not active, remains untouched. This suggests that by controlling the number
of active landmarks at any point in time, we can control the computational complexity
of the motion update, and the number of links in the information matrix. If the number
of active links remains small, so will the update complexity for the motion update, and
so will the number of non-zero between-landmark elements in the information matrix.
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The information matrix in SLAM problem is approximately sparse. As we have argued
above, the information matrix is dominated by a small number of elements between
nearby features in the world, and links between features further away are compar-
atively small. However, the sparseness is only approximate; it is not exact. SEIF
therefore employs a sparsification step, illustrated in Figure 12.4. The sparsification
involves the removal of a link between the robot and an active feature, effectively
turning the active feature into a passive one. In SEIFs, this arc removal leads to a
redistribution of information into neighboring links, specifically between other active
features and the robot pose, and the time to perform sparsification is independent of
the size of the map. However, it is an approximation, one that induces an information
loss in the robot’s posterior. The benefit of this approximation is that it induces true
sparseness, and hence makes it possible to update the filter efficiently.

There exists one final step in the SEIF algorithm, which is not depicted in any of the
figures. This step involves the propagation of a mean estimate through the graph.
As was already discussed in Chapter 3, the extended information filter requires an
estimate of the state w, for linearization of the motion and the measurement model.
SEIFs also require a state estimate for the sparsification step.

Clearly, one could recover the state estimate through the equation u = Q~'&, where
Q is the information vector, and ¢ the information state. However, this would require
inverting a large matrix, which would render SEIFs computationally inefficient. SEIFs
circumvent the step by an iterative algorithm that effectively propagates state estimates
through the information graph. Each local state estimate is updated based on the best
estimates of its neighbors in the information graph. This iterative algorithm converges
to the true mean . Since the information form is sparse in SEIFs, each such update
requires constant time, though with the caveat that more than a finite number of such
updates may be needed to achieve good results. To keep the computation independent
of the size of the state space, SEIFs perform a fixed number of such updates at any
iteration. The resulting state vector is only an approximation, which is used instead of
the correct mean estimate in all updating steps.

12.3 THE SEIF SLAM ALGORITHM

The outer loop of the SEIF update is depicted in Table 12.1. The algorithm accepts as
input an information matrix €2;_4, the information vector &;_,, and an estimate of the
state u; 1. It also accepts a measurement z;, a control «,, and a correspondence vector
¢;. The output of the algorithm SEIF_SLAM _known_correspondences is a new state
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1: Algorithm SEIF_SLAM known_correspondences(§;—1, Q¢ —1, fhe—1, U, 2, Ct):
2: &, Q, iy = SEIF _motion update(§;—1, Q¢ —1, pte—1,ut)
3: e = SEIF_update_state_estimate(ﬁt,QtLﬁt)
4: &,y = SEIF measurement_update(&;, Qy, fit, 2t, ¢t)
5: &t, Q) = SEIF _sparsification (&, ()
6: return &, 2y, iy
Table 12.1 The Sparse Extended Information Filter algorithm for the SLAM Problem,
here with known data association.
1: Algorithm SEIF_motion_update(&; 1, Q—1, fre—1, ug):
1 0 0 0---0
2 F, = 01 0 0---0
0 0 1 0---0
——
2N
,Z—tt sin pe—1,0 + Z—ft sin(pi—1,0 + wiAt)
3: 0= f}—‘t COS ht—1,0 — f}—i cos(pt—1,0 + wiAt)
tht
0 0 Z—’t COS [ht—1,9 — Z—*t cos(pi—1,0 + wiAt)
4. A=1] 0 0 u”}—j sin pte—1,0 — 3—? sin(pe—1,0 + wiAt)
0 0 0
5 U, = FT [(I+A)"' =] F,
6: At = \IJ? Qt—l + Qt—l \I’t + \II; Qt—l \I/t
7 D, =01+ N
8: ke =® FI'(R;' +F, ® FI)"' F, &,
9: Q=0 — Ky
10: &G =614+ N\ —ke) pe—1 + QU FL 6
11: fit = pu—1 + 6
12: return &, ., iy

Table12.2 The motion update in SEIFs.
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Algorithm SEIF_measurement_update(&;, Qy, jue, 2, ¢t):

oo 0 0
Qt = 0 O¢ 0
0 0 o4
for all observed features z; = (r; ¢} s;)" do
J=c
if landmark j never seen before A
1hj, Hit .2 [ cos(éy + o)
Wiy | = tey | 1| sin(ep+ peo)
s 53 0
endif
5 — 5x):(ﬂj,x_ﬂt,x>
Oy Hiy — Pty
qg=19'9
, Vi
zy = | atan2(dy,0z) — fie,0
Hij.s
VB0 —/@0, 0 0---0 — /g0, /@, 0 0
i1 oy Oz -1 0---0 =6, =6, 00
t T a 0 0 0 0---0 0 0 1 0
—— —
35—3 35
endfor

§t:f_§+ZiH§'T. Q! [Zéffg_Hf it]
Q=0+, HT Q' H}
return &,

Table12.3 The measurement update step in SEIFs.
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1: Algorithm SEIF _sparsification(&,, 2;):
2: defi ne k., , Fy.m,, Fy @S projection matrices fromy, tomg, {xz, mo},
and z, respectively
3: Q= Q= Fuy (Fppy O Fong) ™ Friy OF
+QF Fomo (Famg O Fomo) ™! Fi g OF
- F, (FF O F,)"' FT O,
& =& + m ( — Q)
return &, Q.
Table12.4 The sparsification step in SEIFs.
1: Algorithm SEIF_update_state_estimate(&,, €, ji¢):
2 for asmall set of map features m; do
3: FF=| 0---0 0 1 0---0
N—— N——"
2(N —i) 2(i—1)x
4: it = (F; FiT)71 F; [& — U fir + FZT F; ]
5: endfor
6: for al other map features m; do
7 it = it
8: endfor
10 0 0---0
9 P = 01 0 0---0
00 1 0---0
N——"
2N
10: ,uz,t:(FmQth)ile[St*Qtﬂt‘i’QthFmﬂt]
11: return pu;

Table 125 The amortized state update step in SEIFs updates a small number of state
estimates.
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estimate, represented by the information matrix 2, and the information vector &;. The
algorithm also outputs an improved estimate ;.

The SEIF update is implemented in 4 steps. The motion update in Table 12.2 incorpo-
rates the control w, into the filter estimate. It does so through a number of operations,
which ensure computational efficiency. Specifically, the only components of the in-
formation vector/matrix that are modified in this update are those of the robot pose
and the active features. The measurement update in Table 12.3 incorporates the mea-
surement vector z; under known correspondence c;. This step is also local, just like
the motion update step. It only updates the informaiton values of the robot pose and
the observed features in the map. The sparsification step, shown in Table 12.4, is an
approximate step: It removes active features by transforming the informaiton matrix
and hte information vector accordingly. This step is again efficient; it only modifies
links between the robot and the active landmarks. Finally, the state estimate update
in Table 12.5, applies an amortized coordinate descent technique to recover the state
estimate ;. This step once again exploits the sparseness of the SEIF, through which it
only has to consult a small number of other state vector elements in each incremental
update.

Together, the entire update loop of the SEIF is constant time, in that the processing
time is independent of the size of the map. This is at stark contrast to the EKF, which
requires time quadraticin the size of the map for each update. However, this “constant
time” statement should be taken with a grain of salt: The recovery of state estimates is
a computational problem for which no linear-time solution is presently known, if the
environment possesses large cycles. Thus, the result of SEIF, when run as constant
time filter, may degrade as the map diameter increases. We will revisit this issue at the
very end of the paper.

12.4 MATHEMATICAL DERIVATION

As usual, the reader may skip the mathematical derivation of the SEIF, and proceed
directly to Section 12.7 on page 323.

12.4.1 Motion Update

The motion update in SEIF processes the control ;. It does so by transforming the
inform@ion matrix Q;_1 and the information vector &;_; into a new matrix €2, and
vector &, representing the belief at time ¢. As usual, the bar in our notation indicates
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that this prediction is only based on the control; it does not yet take the measurement
into account.

The derivation of the motion update is best started with the corresponding formula
for the EKF. We begin with the algorithm EKF_SLAM _known_correspondences in
Table 10.1, page 249. Lines 3 and 5 state the motion update, which we restate here for
the reader’s convenience:

et -1+ FL o (12.2)
Y = G:%1 G+ FI'R, F, (12.3)

The essential elements of this update were defined as follows:

1 0 0 0---0

F, = [0 10 00 (12.4)
0 01 0---0
—obsinpue_1,0 + 25 sin(pe—1,0 +weAt)

5§ = gtcos -1, — 25 cos(pi—1,0 + wiAt) (12.5)
U}tAt

0 0 Zrcospi—1,0— - cos(pp—1,6 + wiAl)

A = 0 0 Z—i sin piy—1,0 — f,—j sin(pe—1,0 +wiAt) (12.6)
0 0 0

In SEIFs, we have to define the motion update over the information vector £ and the
information matrix Q2. From Equation (12.3), the definition of G, in (12.7), and the
information matrix equation 2 = X ~1, it follows that

2

(G 07 GT+FT RoF]
= [U+FTAFR)Q Y (I+FTAFR)" +FT R F,]™  (128)

A key insight is this update can be implemented in constant time—regardless of the
dimension of 2. The fact that this is possible for sparse matrices 2,_; is somewhat
non-trivial, since Equation (12.8) seems to require two nested inversions of matrices
of size (2n + 3) x (2n + 3). As we shall see, if 2,_; is sparse, this update step can
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be carried out efficiently. We define

_ —1
o, =[G GY]
= [GI17' o G (12.9)

and hence Equation (12.8) can be rewritten as
O = [@;'+FTR F]™ (12.10)
We now apply the matrix inversion lemma and obtain:

_ -1
O = [q)tl"‘FgRtFI]
o, - F'(R;'+ F, & FI)"' F, &,

Kt

(I)t — K¢ (1211)

Here «; is defined as indicated. This expression can be calculated in constant time if
we can compute ®, in constant time from €, _;. To see that this is indeed possible,
we note that the argument inside the inverse, R, * + F, ®; F, is 3-dimensional.
Multiplying this inverse with FZ' and F,, induces a matrix that is of the same size as
; however, this matrix is only non-zero for the 3 x 3 sub-matrix corresponding to the
robot pose. Multiplying this matrix with a sparse matrix €2;_1 (left and right) touches
only elements for which the off-diagonal element in ;1 between the robot pose and
a map feature is non-zero. Put differently, the result of this operation only touches
rows and columns that correspond to active features in the map. Since sparsity implies
that the number of active features in €, is independent of the size of Q;_,, the
total number of non-zero elements in x; is also O(1). Consequently, the subtraction
requires O(1) time.

It remains to be shown that we can calculate ®, from €2, in constant time. We begin
with a consideration of the inverse of G, which is efficiently calculated as follows:

Gl = (I+F AFE)"!
(I-F'ITF,+F' I F,+FF A F,)™!

=0
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= (I-FI'IFE,+FF(I+A)F,)™!
= I-F'IF,+F (I+A)"'Eb
= I+F'[(I+A) -1 F,

Wy
= I+, (12.12)

By analogy, we get for the transpose [GT ]~ = (I + FT AT F,)~! = I + WT. Here
the matrix ¥, is only non-zero for elements that correspond to the robot pose. It is
zero for all features in the map, and hence can be computed in constant time. This
gives us for our desired matrix @, the following expression:

o, = (I+9DH)Q , (I+T)
= QU+ U Qo+ Qo U+ U Qe Ty

At
— Qt—l + At (1213)

where U, is zero except for the sub-matrix corresponding to the robot pose. We nore
because ©;_1, \; is zero except for a finite number of elements, which correspond to
active map features and the robot pose.

Hence, ®; can be computed from €2,_; in constant time, assuming that £2,_; is sparse.
Equations ... are equivalent to Lines ... in Table 10.1, which proves the correctness of
the information matrix update in EKF_SLAM _known_correspondences.

Finally, we show a similar result for the information vector. Line From (12.2) we
obtain

ie = -1+ Er5 5 (12.14)

This implies for the information vector:

& = (Q;ll &1+ FX 6)
= O Q;ll &1+ FtT 0y
= (U+Qo1 — U+ P — D) QY & +Q FL 5
= (Q P +® Q1+ 1) &G+ FL G,
——
—_——

=0 =0
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(Q— O+ — Uq) 9;11 §e-1+ Q1 9;11 &1+ FL 5
= Kt =Xt = -1 =17

= gt—l + ()\t — K,t) Ht—1 + Qt F;ET (St (1215)

Since \; and «; are both sparse, the product (\; — x:) u:—1 only contains finitely
many non-zero elements and can be calculated in constant time. Further, .1 &, is a
sparse matrix. The sparseness of the product Q; FI" 6; follows now directly from the
fact that Q, is sparse as well.

12.4.2 Measurement Updates

The second important step of SLAM concerns the update of the filter in accordance
to robot motion. The measurement update in SEIF directly implements the general
extended information filter update, as stated in Lines 6 and 7 of Table 3.5 on page 60:

Q% = +H Q' H (12.16)
& = &G+ HI Q! [z — h(jn) — Hy ] (12.17)

Writing the prediction 2, = h(ji;) and summing over all individual elements in the
measurement vector leads to the form in Lines 13 and 14 in Table 12.3:

O = U+ HTQ ' H] (12.18)

& = &+ ZHZT Q' [z — 2 — Hi i) (12.19)

Here Q;, 6, q, and H; are defined as before (e.g., Table 11.2 on page 272).

12.5 SPARSIFICATION

12.5.1 General Idea

The key step in SEIFs concerns the sparsification of the information matrix 2,. Be-
cause sparsification is so essential to SEIFs, let us first discuss it in general terms be-
fore we apply it to the information filter. Sparsification is an approximation whereby a
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posterior distribution is approximated by two of its marginals. Suppose a, b, and c are
sets of random variables (not to be confused with any other occurrence of these vari-
ables in this book!), and suppose we are given a joint distribution p(a, b, ¢) over these
variables. To sparsify this distribution, suppose we would like to remove any direct
link between the variables a and b. In other words, we would like to approximate p
by a distribution p for which the following property holds: p(a | b,¢) = p(a | ¢) and
p(b | a,c) = p(b | c). In multivariate Gaussians, it is easily shown that this conditional
independence is equivalent to the absence of a direct link between a and b, that is, the
corresponding element in the information matrix is zero.

A good approximation p is obtained by a term proportional to the product of the
marginals, p(a, c) and p(b, ¢). Neither of these marginals retain dependence between
the variables a and b, since they both contain only one of those variables. Thus, the
product p(a, ¢) p(b, c) does not contain any direct dependencies between a and b; in-
stead, a and b are conditionally independent given c. However, p(a, ¢) p(b, c) is not yet
a valid probability distribution over a, b, and c. This is because ¢ occurs twice in this
expression. However, proper normalization by p(c) yields a probability distribution
(assuming p(c) > 0):

Habe = Hedrbo) (12.20)

To understand the effect of this approximation, we apply the following transformation:

p(a,b,c) p(a,c) p(b,c)

p(a, b, c)

pla;¢) p(b,c)

= pla,b,c) p(c) pla,b,c)
e Im (12.21)

In other words, removing the direct dependence between a and b is equivalent to ap-
proximating the conditional p(a | b, ¢) by a conditional p(a | ¢). We also note (without
proof) that among all approximations ¢ of p where « and b are conditionally indepen-
dent given ¢, the one described here is “closest” to p, where closeness is measured
by the Kullback Liebler divergence, a common (asymmetric) information-theoretic
measure of the “nearness” of one probability distribution to another.

An important observation pertains to the fact that the original p(a | b, ¢) is at least as
informative as p(a | ¢), the conditional hat replaces p(a | b,¢) in p. This is because
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p(a | b,c) is conditioned on a superset of variables of the conditioning variables in
p(a | ¢). For Gaussians, this implies that the variances of the approximation p(a | ¢)
is equal or larger than the variance of the original conditional, p(a | b,¢). Further,
the variances of the marginals 5(a), p(b), and p(c) are also larger than or equal to the
corresponding variances of p(a), p(b), and p(c). In other words, it is impossible that
the variance shrinks under this approximation.

12.5.2 Sparsifications in SEIFs

The SEIF applies the idea of sparsification to the posterior p(y; | z1.t, w1.t,¢1:4),
thereby maintaining an information matrix £2; that is sparse at all times. This sparse-
ness is at the core of SEIF’s efficiency. We already remarked that sparsification is an
approximative step, since information matrices in SLAM are naturally not sparse—
even though normalized information matrices tend to be almost sparse. In the context
of SLAM, it suffices to deactivate links between the robot pose and individual features
in the map; if done correctly, this also limits the number of links between pairs of
features.

To see, let us briefly consider the two circumstances under which a new link may be
introduced. First, observing a passive feature activates this feature, that is, introduces
a new link between the robot pose and the very feature. Second, motion introduces
links between any two active features. This consideration suggests that controlling
the number of active features can avoid violation of both sparseness bounds. Thus,
sparseness is achieved simply by keeping the number of active features small at any
point in time.

To define the sparsification step, it will prove useful to partition the set of all features
into three disjoint subsets:

m = m" 4+ m® + m” (12.22)

where m™ is the set of all active features that shall remain active. The set m? are one
or more active features that we seek to deactivate (remove the link to the robot). And
finally, m~ are all currently passive features; they shall remain passive in the process
of sparsification. Since m™* U m?P contains all currently active features, the posterior
can be factored as follows:

Pt | 21:65 U1ty C1:t) (12.23)

= p(ztam07m+am7 | Zl:tyul:tacl:t)
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plxe | m® mt m™, 2, un, er) (M mbT mT | 21, ung, c1)

p(xt | moaera m = Oa Z1:t, Ul:t, Cl:t) P("Loaer’"f ‘ Zl:taulzhcl:t)

In the last step we exploited the fact that if we know the active features m° and
m™, the variable z; does not depend on the passive features m~. We can hence
set m~ to an arbitrary value without affecting the conditional posterior over z,
p(xy | m®,m*,m™, 214, 1., c1.4). Here we simply chose m ™~ = 0.

Following the sparsification idea discussed in general terms in the previous section,
we now replace p(z; | m®, m*,m~ = 0) by p(x; | m™,m~ = 0), that is, we drop
the dependence on m?.

(e, m | 21:4, Ut C12t) (12.24)

— 0 —
= plze | mT,m™ = 0,214, ur, c1:¢) p(m®,mT,m™ | 214, Ut €120
This approximation is obviously equivalent to the following expression:

ﬁ(xtan | Zl:taulztvclzt) (1225)

_ p(mta'n(L+ ‘ m- = 07 Z1:t, Ul:t, Clzt) 0 + _
- + — p(m e, m Zl:t;ul:taclzt)
p(m | m- = 0721:t7u1:t;01:t)

12.5.3 Mathematical Derivation

In the remainder of this section, we show that the algorithm SEIF _sparsification
in Table 12.4 implements this probabilistic calculation, and that it does so in con-
stant time. We begin by calculating the information matrix for the distribution
p(ze,m®,m* | m~ = 0) of all variables but m~, and conditioned on m~ = 0.
This is obtained by extracting the sub-matrix of all state variables but m~:

0o __ T T
Qt - Fwym+;m0 Fw,m"',mo Q Fw,mﬂmo ‘F;t,m‘*',rrz‘j

(12.26)
With that, the matrix inversion lemma (Table 3.2 on page 44) leads to the following
information matrices for the terms p(xz;, m™ | m™ = 0, 214, u1.¢, c1.¢) and p(m™ |
m~ =0, 21,4, U1.4, c1.¢), denoted Q} and Q2, respectively:

Q% = Q?*QgFmo (FT Q?Fmg)le}rong

mo

Q% = Q(t) - Q? Fimy (FxT,mO Q(t) Fzﬂno)71 ngjm,o Q(t) (12.27)
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Here the various F'-matrices are projection matrices that project the full state y; into
the appropriate sub-state containing only a subset of all variables—in analogy to the
matrix F, used in various previous algorithms. The final term in our approximation
(12.25), p(m°, m™, m™ | 21.4, u1.¢, c1.¢), possesses the following information matrix:

Q3 = Q- WF(FFro.F) ' FIo, (12.28)

Putting these expressions together according to Equation (12.25) yields the following
information matrix, in which the feature m° is now indeed deactivated:

Q = Q-2+ (12.29)
= Q- Q) Fp, (FL Q) Frp) ' FE QY
+ Q) Fomo (Fy g U Fome) ™ Fi oy
—O F, (FTQ, F,)"' FT

The resulting information vector is now obtained by the following simple considera-
tion:

& = Qt Mt

(% — Q + Qt) it

Qg pe + (Qt — Q)

= &+ (2 — Q) e (12.30)

This completes the derivation of Lines 3 and 4 in Table 12.4.

12.6 AMORTIZED APPROXIMATE MAP
RECOVERY

The final update step in SEIFs is concerned with the computation of the mean . (since
the consideration in this section does not depend on the time index ¢, it is simply
omitted for brevity). Before deriving an algorithm for recovering the state estimate
from the information form, let us briefly consider what parts of 1 are needed in SEIFs,
and when. SEIFs need the state estimate ;. of the robot pose and the active features in
the map. These estimates are needed at three different occasions:
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1. The mean is used for the linearization of the motion model, which takes place in
Lines 3, 4, and 10 in Table 12.2.

2. Itisalso used for linearization of the measurement update, see Lines 6, 8, 10, 13
in Table 12.3.

3. Finally, it is used in the sparsification step, specifically in Line 4 in Table 12.4.

However, we never need the full vector .. We only need an estimate of the robot pose,
and an estimate of the locations of all active features. This is a small subset of all
state variables in 1. Nevertheless, computing these estimates efficiently requires some
additional mathematics, as the exact approach for recovering the mean via u = Q! ¢
requires matrix inversion—even when recovering a subset of variables only.

Once again, the key insight is derived from the sparseness of the matrix €2. In particular
the sparseness enables us do define an iterative algorithm that enables us to recover
state variables online, as the data is being gathered and the estimates £ and Q are
being constructed. To do so, it will prove convenient to reformulate ;o = Q! ¢ as an
optimization problem. As we will show in just a minute, the state 1 is the mode

i = argmax p(u) (12.31)
w

of the following Gaussian distribution, defined over the variable y:

p(n) = nexp{—3u" Qu+¢"pu} (12.32)

Here p is a vector of the same form and dimensionality as ... To see that this is indeed
the case, we note that the derivative of p(y:) vanishes at = Q=1 ¢&:

a;;(:) = n(-QutQ ep{-fu"Qu+u} = 0 (12:33)

which implies . = £ or, equivalently, ;= Q! &

This suggests that recovering the state vector y is equivalent to finding the mode of
(12.32). Thus, it transforms a matrix inversion problem into an optimization problem.
For this optimization problem, we will now describe an iterative hill climbing algo-
rithm which, thanks to the sparseness of the information matrix, requires only constant
time per optimization update.
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Our approach is an instantiation of coordinate descent. For simplicity, we state it here
for a single coordinate only; our implementation iterates a constant number K of such
optimizations after each measurement update step. The mode /i of (12.32) is attained
at:

[ = argmax exp{f% prQu+ et u}
I
= argmin % I Qp—€Tp (12.34)
w

We note that the argument of the min-operator in (12.34) can be written in a form that
makes the individual coordinate variables 1; (for the i-th coordinate of ;) explicit:

s Qu—&p = YNl Q= & (12.35)
[ 7 [

where €; ; is the element with coordinates (7, 7) in the matrix €2, and ¢; if the i-th
component of the vector £. Taking the derivative of this expression with respect to an
arbitrary coordinate variable y; gives us

3(2, % Z Zﬂ? Qij py — Z&T i = Z Qi —& (12.36)
i g i j

Setting this to zero leads to the optimum of the i-th coordinate variable p; given all
other estimates 11;:

Wi = Ql_ll & — ZQ” L (12.37)
i

The same expression can conveniently be written in matrix notation. Here we define
F;=(0...0 1 0...0)tobe a projection matrix for extracting the i-th component
from the matrix Q:

w = (FEQFN) VE[€—Qu+QF F, (12.38)
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This consideration derives our incremental update algorithm. By repeatedly updating
pi — (FBQF)TFE-Qu+QF] Fyl (12.39)

for some element of the state vector u; reduces the error between the left-hand side
and the right-hand side of Equation (12.38). Repeating this update indefinitely for all
elements of the state vector converges to the correct mean (without proof).

As is easily seen, the number of elements in the summation in (12.37), and hence the
vector multiplication in the update rule (12.39), is constant if € is sparse. Hence, each
update requires constant time. To maintain the constant-time property of our SLAM
algorithm, we can afford a constant number of updates K per time step. This will
generally not lead to convergence, but the relaxation process takes place over multiple
time steps, resulting in small errors in the overall estimate.

However, a note of caution is in order. The quality of this approximation depends
on a number of factors, among them the size of the largest cyclic structure in the
map. In general, a constant number of K updates might be insufficient to yield good
results. How to best update p is presently an open question. Also, there exists a
number of optimization techniques that are more efficient than the coordinate descent
algorithm described here. A “classical” example is conjugate gradeitn. In practical
implementations it is advisable to rely on efficient optimization techniques to recover

.

12.7 HOW SPARSE SHOULD SEIFS BE?

To determine the degree of sparseness one is willing to accommodate in SEIFs, one
should compare a sparse SEIF to a SEIF without the sparsification step and with
closed-form map recovery. Such a SEIF is functionally equvalent to the EKF SLAM
alorithm.

The following comparison characterizes the three key performance measures that set
sparse SEIFs apart from EKFs. Our comparison is based on a simulated robot world,
in which the robot senses the range, proximity, and identity of nearby landmarks,

1. Computation. Figures 12.6 compares the computation per update in SEIFs with
that in EKFs; in both cases the implementation is optimized. This graph illus-
trates the major computational ramification of the probabilistic versus informa-
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landnarks: 50 links: 1275

Figure12.5 Comparison of SEIF without sparsification (top row) with SEIF with 4 active
landmarks (bottom row)m in a simulated environment with 50 landmarks. In each row,
the left panel shows the set of links in the filter; the center panel the correlation matrix; and
the right panel the noramlized information matrix. Obviously, the sparsified SEIF maintains
many fewer links, but its result is less confident as indicated by its less-expressed correlation
matrix.

tion representation in the filter. While EKFs indeed require time quadratic in the
map size, SEIFs level off and require constant time. .

2. Memory. Figure 12.7 compares the memory use of EKFs with that of SEIFs.
Here once again, EKFs scale quadratically, whereas SEIFs scale linearly, due to
the sparseness of its information representation.

3. Accuracy. Here EKFs outperform SEIFs, due to the fact that SEIFS require ap-
proximation for maintaining sparseness, and when recovering the state estimate
. This is shown in Figure 12.8, which plots the error of both methods as a
function of map size.

The number of acitve features in SEIFs determines the degree of sparseness. This
effective trades off two factors: the computational efficiency of the SEIF, and the
accuracy of the result. When implementing a SEIF algorithm, it is therefore advisable
to get a feeling for this trade-off.
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Figure12.6 The comparison of average CPU time between SEIF and EKF.
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Figure12.7 The comparison of average memory usage between SEIF and EKF.
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Figure12.8 The comparison of root mean square distance error between SEIF and EKF.
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Figure 12.9 The update time of the EKF (leftmost data point only) and the SEIF, for
different degrees of sparseness, as induced by a bound on the number of active features as
indicated.
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Figure 12.10 The approximation error EKF (leftmost data point only) and SEIF for dif-
ferent degrees of sparseness. In both figures, the map consists of 50 landmarks.
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One way to get a feeling for the effect of the degree of sparseness can be obtained via
simulation. Figure 12.9 plots the update time and the approximation error as a func-
tion of the number of active landmarks in the SEIF update, for a map consisting of 50
landmarks. The update time falls monotonically with the number of active features.
Figure 12.10 shows the corresponding plot for the error, comparing the EKF with
the SEIF at different degrees of sparseness. The solid line is the SEIF as described,
whereas the dashed line corresponds to a SEIF that recovers the mean ., exactly, via
matrix inversion and multiplication. As this plot suggests, 6 active features seem to
provide competitive results, at significant computational savings over the EKF. For
smaller numbers of active features, the error increases drastically. A careful imple-
mentation of SEIFs will require the experimento to vary this important parameter, and
graph its effect on key factors as done here.
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12.8 INCREMENTAL DATA
ASSOCIATION

We will now turn our attention to the problem of data association in SEIFs. Our first
technique will be the familiar incremental approach,which greedily identifies the most
liekly correspondence, and then treat this value as if it was ground truth. We already
encountered an instance of such a greedy data association technique in Chapter 10.3,
where we discussed data association in the EKF. In fact, the only difference between
greedy incremental data associaiton in SEIFs and EKSs pertains to the calculation of
the data association probability. As a rule of thumb, computing this probability is
generally more difficult in an information filter than in a probabilistic filter such as the
EKEF, since the information filter does not keep track of covariances.

12.8.1 Computing Data Association
Probabilities

As before, the data association vector at time will be denoted ¢,. The greedy incre-
mental technique maintains a set of data assiciation guesses, denoted ¢;.;. At time ¢,
we are already given from previous updates a set ¢;.;_1. The data associaton step then
pertains to the estimation of the most likely value for the data association variable ¢,
at time ¢. This is achieved via the following maximum likelihood estimator:

Ct = argmaXp(Zt|21:t—1aulzt701:t—1act)

Ct

= argmax/p(zt | yesce) Pt | Z1:0—1,Ur:t, Crie—1) dye
Ct

Q&

= argmax/ /P(Zt | Z¢, Ye,, Ct) P(Ityyc,, | Z1:0—1, Ute, E14—1)  (12.40)

Ct

Our notation p(z; | x4, y., , ¢t) of the sensor model makes the correspondence variable
¢, explicit. Calculating this probability exactly is not possible in constant time, since
it involves marginalizing out almost all variables in the map (which requires the inver-
sion of a large matrix). However, the same type of approximation that was essential
for the efficient sparsification can also be applied here as well.

In particular, let us denote by m} the combined Markov blanket of the robot pose z;
and the landmark y.,. This Markov blanket is the set of all features in the map that
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Figure 12.11 The combined Markov blanket of feature y,, and the obsrved features is
usually sufficient for approximating the posterior probability of the feature locations, con-
ditioning away all other features.

are linked to the robot of landmark y.,. Figure 12.11 illustrates this set. Notice that

mg includes by definition all active landmarks. The spareness of Q, ensures that m7
contalns only a fixed number of features, regardless of the size of the map N. If the
Markov blanket of x; and of y.,, further features are added that represent the shortest
path in the information graph between z; and of y.,.

All remaining features will now be collectively referred to as m_,, that is:
mg, = m—ml —{ye} (12.41)

The set m_, contains only features which have only a minor impact on the tar-
get variables, z; and y.,. Our approach approximates the probability p(x:,y., |
21:4—1, U1, C1:4—1) IN Equation (12.40) by essentially ignoring these indirect influ-
ences:

$t7yct |th 1, Uity Clip— 1)

—_ ~ JF —_
// xt,y,«,, (1, Ct\21;t—17u1:t,61:t—1) dmc,, dmct

//p(xtvyct | mg m,, z1am1, ur, 1) p(mY, | my,, 2101, vt G1am)
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p(mg, | 211, Ut Gre1) dmy, dm, (12.42)

Q

+ - _ — A
/p(xtvyct | Me,, Me, = ,U(;taZl:t—la“l:tacl:t—l)

+ - —_ A +
p(mct | mct - /'Lct7zlit717u1:t7 cl:tfl) dmct

This probability can be computed in constant time if the set of features considered in
this calculation is independent of the map size (which it generally is). In complete
analogy to various derivations above, we note that the approximation of the poste-
rior is simply obtained by carving out the submatrix corresponding to the two target
variables:

— T T 1
Ve, = Fmtsyct ( Te Yo, M, f Fﬂﬂuycwmzrt) Fmt’yct
Ht:cy = Mtht,yct (1243)

This calculation is constant time, since it involves a matrix whose size is independent
of N. From this Gaussian, the desired measurement probability in Equation (12.40) is
now easily recovered, as described in Section ?7.

As in our EKF SLAM algorithm, features are labeled as new when the likelihood
p(zt | z1:4—1,U1:t, E1.4-1, ¢¢) remains below a threshold «. We then simply set é; =
Ci,_1+1and C, = C;_1 + 1. Otherwise the size of the map remains unchanged,
that is, C; = Cy_1 and the value ¢, is chosen that maximizes the data association
probebility.

As last caveat, sometimes the combines Markov blanket is insufficient, in that it does
not contain a path between the robot pose and the landmark that is being tested for
corresponence. This will usually xbe the case when closing a large cycle in the envi-
ronment. Here we need to augment the set of features i, by a set of landmarks along
at least one path between m., and the robot pose z,. Depending on the size of thie
cycle, the numbers of landmarks contained in the resulting set may now depend on N,
the size of the map. We leave the details of such an extension as an exercise.

12.8.2 Practical Considerations

In general, the incremental greedy data association technique is brittle. Spurious mea-
surements can easily cause false associations, and induce significant errors into the
SLAM estimate.
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Figure12.12 The vehicle used in our experiments is equipped with a 2D laser range finder
and a differential GPS system. The vehicle’s ego-motion is measured by a linear variable
differential transformer sensor for the steering, and a wheel-mounted velocity encoder. In
the background, the Victoria Park test environment can be seen.

The standard approach—in EKFs and SEIFs alike—-pertains to the creation of a can-
didate list. For any detected object that can not be explained by existing features, a
new feature candidate is generated but not put into SEIF directly. Instead it is added
into the candidate list with a weight representing its probability of being a useful fea-
ture. In the next measurement step, the newly arrived candidates are checked against
all candidates in the waiting list; reasonable matches increase the weight of corre-
sponding candidates. Candidates that are not matched lose weight because they are
more likely to be a moving object. When a candidate has its weight above a certain
threshold, it joins the SEIF network of features.

We notice that data association violates the constant time property of SEIFs. This is
because when calculating data associations, multiple features have to be tested. If we
can ensure that all plausible features are already connected in the SEIF by a short path
to the set of active features, it would be feasible to perform data association in constant
time. In this way, the SEIF structure naturally facilitates the search of the most likely
feature given a measurement. However, this is not the case when closing a cycle for
the first time, in which case the correct association might be far away in the SEIF
adjacency graph.

The remainder of this section describes an implementation of the SEIF algorithm us-
ing a physical vehicle. The data used here is a common benchmark in the SLAM
field [11, 23, 27]. This data set was collected with an instrumented outdoor vehicle
driven through a park in Sydney, Australia.
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ol

Figure 12.13 The testing environment: A 350 meters by 350 meters patch in Victoria
Park in Sydney. Overlayed is the integrated path from odometry readings.

0 S0 105kt 150

Figure12.14 The path recovered by the SEIF, is correct within £1m.
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Figure12.15 Overlay of estimated landmark positions and robot path.

The vehicle and its environment are shown in Figures 12.12 and 12.13, respectively.
The robot is equipped with a SICK laser range finder and a system for measuring steer-
ing angle and forward velocity. The laser is used to detect trees in the environment,
but it also picks up hundreds of spurious features such as corners of moving cars on
a nearby highway. The raw odometry, as used in our experiments, is poor, resulting
in several hundred meters of error when used for path integration along the vehicle’s
3.5km path. This is illustrated in Figure 12.13, which shows the path of the vehicle.
The poor quality of the odometry information along with the presence of many spuri-
ous features make this dataset particularly amenable for testing SLAM algorithms.

The path recovered by the SEIF is shown in Figure 12.14. This path is quantitatively
indistinguishable from the one produced by the EKF. The average position error, as
measured through differential GPS, is smaller than 0.50 meters, which is small com-
pared to the overall path length of 3.5 km. Comparing with EKF, SEIF runs approxi-
mately twice as fast and consumes less than a quarter of the memory EKF uses.
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Figure 12.16 Snapshots from our multi-robot SLAM simulation at different points in
time. Initially, the poses of the vehicles are known. During Steps 62 through 64, vehi-
cle 1 and 2 traverse the same area for the first time; as a result, the uncertainty in their
local maps shrinks. Later, in steps 85 through 89, vehicle 2 observes the same landmarks
as vehicle 3, with a similar effect on the overall uncertainty. After 500 steps, all landmarks
are accurately localized.
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12.9 TREE-BASED DATA ASSOCIATION

SEIFs make it possible to define a radically different data association approach, which
can be proven to yield the optimal results (although possibly in exponential time). The
technique is built on three key insights:

m  Just like the EIF studied in the previous chapter, SEIFs make is possible to add
“soft” data association constraints. Given two features m; and m;, a soft data
association constraints is nothing else but an information link that forces the dis-
tance between m; and m; to be small. We already encountered examples of such
soft links in the previous chapter. In sparse extended information filters, intro-
ducing such a link is a simple, local addition of values in the information matrix.

= We can also easily remove soft asociation constraints. Just as introducing a new
constraints amounts to a local addition in the information matrix, removing it is
nothing else but a a local subtraction. Such an “undo” operation can be applied
to arbitrary data association links, regardless when they were added, or when the
respective feature was last observed. This makes it possible to revise past data
association decisions.

m  The ability to freely add and subtract data associations arbitrarily enables us to
search the tree of possible data associations in a way that is both efficient and
complete—as will be shown below.

To develop tree-based data association, it shall prove useful to consider the data asso-
ciation tree that is defined over sequences of data association decisions over time. At
each point in time, each observed feature can be associated with a number of other fea-
tures, or considered a new, previously unobserved feature. The resulting tree of data
association choices, starting at time ¢ = 1 all the way to the present time, is illustrated
in Figure 12.17a. Of course, the tree grows exponentially over time, hence searching
it exhaustively is impossible. The greedy approach described in the previous section,
in contrast, follows one path through this tree, defined by the locally most likely data
associations. Such a path is visualized in Figure 12.17a as the thick gray path.

Obviously, if the incremental greedy approach succeeds, the resulting path is optimal.
However, the incremental greedy technique may fail. Once a wrong choice has been
made, the incremental approach cannot recover. Moreover, wrong data association
decisions introduce errors in the map which, subsequently, can induce more errors in
the data association.

The approach discussed in the remainder of this chapter generalizes the incremental
greedy algorithm into a full-blown search algorithm for the tree that is provably op-
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timal. Of course, following all branches in the tree is intractable. However, if we
maintain the log-likelihood of all nodes on the fringe of the tree extracted thus far,
we can guarantee optimality. Figure 12.17b illustrates this idea: The tree-based SEIF
maintains not just a single path through the data association tree, but an entire fron-
tier. Every time a node is expanded (e.g., through incremental ML), all alternative
outcomes are also assessed and the corresponding likelihoods are memorized. This is
illustrated in Figure 12.17b, which depicts the log-likelihood for an entire frontier of
the tree.

Finding the maximum in Equation (12.40) implies that the log-likelihood of the chosen
leaf is greater or equal to that of any other leaf at the same depth. Since the log-
likelihood decreases monotonically with the depth of the tree, we can guarantee that
we indeed found the optimal data association values when the log-likelihood of the
chosen leaf is greater or equal to the log-likelihood of any other node on the frontier.
Put differently, when a frontier node assumes a log-likelihood greater than the one of
the chosen leaf, there might be an opportunity to further increase the likelihood of the
data by revising past data association decisions. Our approach then simply expands
such frontier nodes. If an expansion reaches a leaf, this leaf is chosen as the new
data association; otherwise the search is terminated when the entire frontier possesses
values that are all smaller or equal to the one of the chosen leaf. This approach is
guaranteed to always maintain the best set of values for the data association variables;
however, occasionally it might require substantial search.

12.9.1 Calculating Data Association
Probaiblities

We have now, on numerous occasions, discussed techniques for calculating data as-
sociation probabilities. In our case we need a technique which, for any two features
in the map, calculates the probability of equality. This is different from previous fil-
ter techniques, in which we only considered the most recent measurements, but the
mathematical derivation is essentially the same.

Table 12.6 lists an algorithm that tests the probability that two features in the map
are one and the same—this test is sufficient to implement the greedy data association.
The key calculation here pertains to the recovery of a joint covariance and mean vector
over a small set of map elements B. To determine whether two features in the map
are identical, we need to consider the information links between them. Technically,
the more links are included in this consideration, the more accrate the result, but at
the expense of increased compuation. In practice, it usually suffices to identify the
two Karkov blankets of the features in question. A Markov blanket of a feature is the
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Figure12.17 (a) The data association tree, whose branching factor grows with the number
of landmarks in the map. The tree-based SEIF maintains the log-likelihood for the entire

frontier of expanded nodes, enabling it to find alternative paths. (c) Improved path.

337



338 CHAPTER 12

1: Algorithm SEIF_correspondence_test(€2, &, pt, mj, my):
1: let B(j) bethe blaket of m;
1: let B(k) be the blaket of my,
1: B = B(j) U B(k)
1: ifBG)NB(k)=10
1: add features along the shortest path between m; andm; to B
1: endif
0---0 1 0 O0---0
0---0 1.0 0---0
1 Fy = 0---0 01 0---0
0---0
0---0
1 (size(2N +3) by 2|B]|)
1: EB = (FB Q Fg)_l
1: up =X Fp¢
0---0 1 0 0---0 -1 0 0---0
1: Fa=1] 0---0 0 1 0---0 0 -1 0---0
feature m;; feature m
1: YA = (FA Q Fg)fl
1: pa =X Fa €
1
1: returndet(2r £4) "2 exp{—3% pk S3' pal}

Table12.6 The SEIF SLAM test for correspondence.

feature itself, and all other features that are connected via a non-zero element in the
information matrix. In most cases, both Markov blankets intersect; if they do not, the
algoithm in Table 12.6 identifies a path between the landmarks (which must exis if
both were observed by the same robot).

The algotihm in Table 12.6 then proceeds by cutting out a local information matrix
and informaiton vector, employing the very same mathamtical “trick” thta led to an
efficient sparsification step: we condition away features outside the Markov blankets.



The Sparse Extended Information Filter 339

As a result, we obtain an efficient technique for calculating the desired probability, one
that is approximate (because of the conditioning), but works very well in practoce.

The result is interesting in two dimensions. First, as before, it les us make a data asso-
ciation decision. But second, it provides the likelihood of this decision. The logarithm
of the result of this procedure corresponds to the log-likelihood of this specific data
item, and summing those up along the path in the data associaiton tree becomes the
total dta log-likelihood under a specific association.

12.9.2 Tree Search

The tree-based data association technique uses a search procedure for considering
alternative data association decisions not just at the present time step, but also for time
steps in the past. A simple argument (reminiscent of that underlying the correctness of
the A* algorithm [32]) enables us to drastically reduce the number of nodes expended
during this search. Figure 12.17b illustrates the basic idea: Our approach maintains
not just a single path through the data association tree, but an entire frontier. Every
time a node is expanded (e.g., through incremental ML), all alternative outcomes are
also assessed and the corresponding likelihoods are memorized. This is illustrated
in Figure 12.17b, which depicts the log-likelihood for an entire frontier of the tree.
Notice that we chose to represent the likelihood values as log-likelihoods, which is
numerically more stable than probabilities.

The goal of the tree search is to maximize the overall data likelihood

¢t = argmaxp(z1.40 | ure, c1:t) (12.44)

C1:t

Notice the difference to Equation (12.40), which only maximizes the most recent data
association. Finding the maximum in Equation (12.44) implies that the log-likelihood
of the chosen leaf is greater or equal to that of any other leaf at the same depth. Since
the log-likelihood decreases monotonically with the depth of the tree, we can guaran-
tee that we indeed found the optimal data association values when the log-likelihood
of the chosen leaf is greater or equal to the log-likelihood of any other node on the
frontier. Put differently, when a frontier node assumes a log-likelihood greater than
the one of the chosen leaf, there might be an opportunity to further increase the likeli-
hood of the data by revising past data association decisions. Our approach then simply
expands such frontier nodes. If an expansion reaches a leaf, this leaf is chosen as the
new data association; otherwise the search is terminated when the entire frontier pos-
sesses values that are all smaller or equal to the one of the chosen leaf. This approach is
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guaranteed to always maintain the best set of values for the data association variables;
however, occasionally it might require substantial search.

12.9.3 Equivalency Constraints

Once two features in the map have determined to be equivalent in the data association
search, we have to add a soft link. Suppose the first feature is m; and the second is m;.
The soft link constraints their position to be equal through the following exponential-
quadratic constraint

exp{—2 (m; —m;)" C (m; —m;)} (12.45)

Here C is a diagonal penalty matrix. The larger the elements on the diagonal of C,
the stronger the constraint. It is easily seen that this non-normalized Gaussian can be
written as a link between m; and m; in the information matrix. Simplyu define the
projection matrix

0---0 10 0---0 -1 0 0---0
Foiem, = 0---0 01 0---0 0 —1 0---0 (12.46)
mi mj

This matrix mapes the state y, to the difference m; —m;. Thus, the expression (12.45)
becomes

exp {3 (Fon,—m, ¥0)" C (Fny—m, 1)} = i Fih_n, C Fin,—m (13.47)

Thus, to implement this soft constraint, we have to add FnTu,mj C Fpn,—m, to the
information matrix, while leaving the information vector unchanged:

U — U+FL ., CFopym, (12.48)

Clearly, the additive term is sparse: it only contains non-zero off-diagonal elements
between the features m; and m;. Once a soft link has been added, it can be removed
by the inverse operation

Qt — Qt—FT

mi;—m;

C Fr—rm, (12.49)
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Figure 12.18 (a) Mine map with incremental ML scan matching and (b) using our lazy
data association approach. The map is approximately 250 meters wide, and acquired with-
out odometry information.

In SEIFs, This removal can occur even if the constraint was added at a previous time
step. However, careful bookkeeping is necessary to guarantee that we never remove a
non-existend data associaiton constraints—otherwise the information matrix may no
longer be positive semidefinite, and the resulting belief might not correspond to a valid
probability distribution.

12.9.4 Practical Considerations

In any competitive implementation of this approach, there will usually only a small
number of data association paths that are plausible at any point in time. When closing
a loop in an indoor environment, for example, there are usually at most three plausible
hypothesis: a closure, a continuation on the left, and a continuation on the right. All
but all quickly should become unlikely, so the number of times in which the tree is
searched recursively should be small.

One way to make the data association succeed more often is to incorporate negative
measurement information. Negative information pertains to situations where a robot
fails to see a measurement. Range sensors, which are brought to bear in our imple-
mentation, return positive and negative information with regards to the presence of
objects in the world. The positive information are object detections. The negative
information applies to the space between the detection and the sensor. The fact that
the robot failed to detect an object closer than its actual reading provides information
about the absence of an object within the measurement range.
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Figure 12.19 (a) Log-likelihood of the actual measurement, as a function of time. The
lower likelihood is caused by the wrong assignment. (b) Log-likelihood, when recursively
fixing false data association hypotheses through the tree search. The success is manifested
by the lack of a distinct dip.
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Figure 12.20 Example of the tree-based data association technique: (a) When closing a
large loop, the robot first erroneously assumes the existence of a second, parallel hallway.
However, this model leads to a gross inconsistency as the robot encounters a corridor at a
right angle. At this point, the approach recursively searches for improved data association
decisions, arriving on the map shown in diagram (b).

An approach that evaluate the effect of a new constraint on the overall likelihood con-
siders both types of information: positive and negative. Both types are obtained by
calculating the pairwise (mis)match of two scans under their pose estimate. When
using range scanners, one way to obtain a combination of positive and negative infor-
mation is by superimposing a scan onto a local occupancy grid map build by another
scan. In doing so, it is straightforward to determine the probability of a measurement
in a way that incorporates both the positive and the negative information.

The remainder of this section highlights practical results achieved using SEIFs with
tree-based data association. The left panel of Figure 12.18a depicts the result of incre-
mental ML data association, which is equivalent to regular incremental scan matching.
Clearly, certain corridors are represented doubly in this map, illustrating the shortcom-
ings of the ML approach. The right panel, in comparison, shows the result. Clearly,
this map is more accurate than the one generated by the incremental ML approach. Its
diameter is approximately 250 meters wide, and the floor of the mine is highly uneven.
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(b) Incremental ML (map inconsistent on left)

area of
inconsistency

| . areaof
T inconsistency

Figure 12.21 (a) Path of the robot. (b) Incremental ML (scan matching) (c) FastSLAM.
(d) Our approach.

Figure 12.19a illustrates the log-likelihood of the most recent measurement (not the
entire path), which drops significantly as the map becomes inconsistent. At this point,
the SEIF engages in searching alternative data association values. It quickly finds the
“correct” one and produces the map shown in Figure 12.18b. The area in question is
shown in Figure 12.20, illustrating the moment at which the likelihood takes its dip.
The log-likelihood of the measurement is shown in Figure 12.19b.
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12.10 MULTI-VEHICLE SLAM

The SEIF is also applicable to multi-robot SLAM problem. The multi-robot SLAM
problem involves several robots that independently explore and map an enviroment,
with the eventual goal of integrating their maps into a single, monolithic map? This
problem raises two key questions: First, how can robot teams establish correspondence
between individual robot maps. Second, once correspondence has been established,
what are the mechanics of integrating maps?

12.10.1 Fusing Maps Acquired by Multiple
Robots

Let QF ¢k and Q{ ,gg’ two local estimates (maps and vehicle poses) acquired by two
different vehicles, k and j. To fuse these maps, we need two pieces of information: a
relative coordinate transformation between these two maps (translation and rotation),
and a correspondence list, that is, a list of pairs of landmarks that correspond to each
other in the different maps.

Suppose we are given the translation d and the rotation matrix r that specify the co-
ordinate transformation from the j-th to the k-th robot’s coordinate system—we will
discuss our approach to finding d and r further below. Coordinates y in the j-th robot’s
coordinate system are mapped into the k-th coordinate system via the linear equation
y*=J = ry + d. This transformation is easily extended to the filter variables (Q], &)

QF7 = RTQIR (12.50)
F = (¢ +9] DTYRT (12.51)

where R and D are matrices that extend r and d to the full dimension of the posterior
maintained by the j-th robot:

1 0 0 «
0O r --- 0 d

R = o , and D = , (12.52)
00 o 1 d

Notice the special provision for the robot’s heading direction, which is the very first
element in the state vector. The heading simply changes by the angle of the rotation
between both maps, denoted « in (12.52).
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Figure12.22 Eight local maps obtained by splitting the data into eight disjoint sequences.

Figure 12.23 the multi-robot result, obtained using the algorithm described in this paper.



346 CHAPTER 12

To see the correctness of (12.50) and (12.51), we recall that the parameters <Q{7 5{ )

define a Gaussian over the j-th robot pose ans map x{ = ( x{ Y )T. This gives us
the following derivation:

p(x | 2, U%)
x exp—3(Rxi —D— )" 47! (Rx] - D - uf)
x exp—ixdTRTSI TR — (W +D)T BT RT K]
= exp-ixXd"TRTQIRX - (& + 0 D")R" x} (12.53)

The key observations here are that the alignment takes time linear in the state vector
(and not cubic as would be the case for EKFs). More importantly, the sparseness is
preserved by this update step. The reader may also notice that the transformation can
be applied to subsets of features (e.g., a local map), thanks to the sparseness of 2. In
such a case, one has to include the Markov blanket of the variables of interest.

After the alignment step, both maps are expressed in the same coordinate system. The
joint information state is obtained by concatenating both information matrices and
both information states. The correspondence list is then incorporated into this joint
map by collapsing the corresponding rows and columns of the resulting information
matrix and vector. The following example illustrates the operation of collapsing fea-
ture 2 and 4 in the filter, which would occur when our correspondence list states that
landmark 2 and 4 are identical:

hll h12 h13 h14

h h h h hi1 hig+his his
h21 h?Q hzfo’ h?4 — ha1+ha1  hoathas+hosthas  ho3+{L3.54)
sl T2 Tes s el ha1 hao+haa h33
har haz  haz  hag
&1 £
g — | era (12.55)
& S

Collapsing the information state exploits the additivity of the information state. The
viability of a data fusion hypothesis is finally assessed by computing the likelihood
of the data after fusing two maps. This is achieved by plugging the fused map into
the original two Gaussians defining each vehicles’ local maps, and by multiply the
resulting probabilities. This calculation plays an important role in our algorithm’s
decision to accept or reject a fusion hypothesis. Technically, this operation involves
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a recovery of the state, and the evaluation of two Gaussians (one per robot). The
mathematics for doing so are straightforward and omitted for brevity.

12.10.2 Establishing Correspondence

The data association between multiple robots is mathematically identical to the prob-
lem with a single robot relative to its map, with the important difference than in multi-
robot SLAM, the correspondence problem is global, that is, any pairs of features in
two robots’ maps can correspond. This makes global correspondence computatinally
expensive.

The previous section provided a method for evaluating the goodness of a map fusion
candidate, but left open how such candidates are found. Finding good candidates for
fusing maps is essentially a hybrid search problem, involving continuous (alignment)
and discrete (correspondence) variables.

Our approach performs this search in two states. First, it searches for corresponding
pairs of local landmark configurations in different maps. In particular, our approach
identifies for each landmark in each map all triplets of three adjacent landmarks that
fall within a small radius (a similar grouping was used in [39]). The relative distances
and angles in these triplets are then memorized in an SR-tree, to facilitate efficient
retrieval. Using these SR-trees, similar local configurations are easily identified in
different maps by searching the tree. Correspondences found in this search serve as a
starting hypotheses for the fusion process; they are also used to recover the alignment
parameters, the rotation » and the shift d (using the obvious geometric laws).

When an appropriate candidate has been identified, the space of possible data associa-
tions is searched recursively, by assuming and un-assuming correspondences between
landmarks in the different maps. The search is guided by two opposing principles:
The reduction of the overall map likelihood that comes from equating two landmarks,
and the increase in likelihood that results from the fact that if there were really two
separate landmarks, both robots should have detected both of them (and not just one).
To calculate the latter, we employ a sensor model that characterizes “negative” infor-
mation (not seeing a landmark).

In general, the search for the optimal correspondence is NP-hard. However, in all our
experiments with real-world data we found hill climbing to be successful in every sin-
gle instance. Hill climbing is extremely efficient; we suspect it to be in O(N log N)
for maps of size N. In essence, it associates nearby landmarks if, as a result, the over-
all likelihood increases. Once the search has terminated, a fusion is finally accepted
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if the resulting reduction of the overall likelihood (in logarithmic form) is offset by
the number of collapsed landmarks times a constant; this effectively implements a
Bayesian MAP estimator with an exponential prior over the number of landmarks in
the world.

In our implementation, the robots are informed of their initial pose. This is a common
assumption in multi-robot SLAM, necessary for the type linearization that is applied
both in EKFs and SEIFs [30]. Recent work that enables vehicles to build joint maps
without initial knowledge of their relative pose can be found in [12, 37, 41].

Our simulation involves a team of three air vehicles. The vehicles are not equipped
with GPS; hence they accrue positioning error over time. Figure 12.16 shows the joint
map at different stages of the simulation. As in [30], we assume that the vehicles com-
municate updates of their information matrices and vectors, enabling them to generate
a single, joint map. As argued there, the information form provides the important ad-
vantage over EKFs that communication can be delayed arbitrarily, which overcomes a
need for tight synchronization inherent to the EKF. This characteristic arises directly
from the fact that the information matrix ; and the information vector &; in SEIFs
is additive, whereas covariance matrices are not. In particular, let (¢, £¢) be the pos-
terior of the i-th vehicle. Assuming that all posteriors are expressed over the same
coordinate system and that each map uses the same numbering for all landmarks, the
joint posterior integrating all of these local maps is given by (3=, %, >, &/). This ad-
ditive nature of the information form is well-known, and has in the context of SLAM
previously been exploited by Nettleton and colleagues [30]. SEIFs offer over the work
in [30] that the messages sent between vehicles are small, sue to the sparse nature
of the information form. A related approach for generating small messages in multi-
vehicle SLAM has recently been described in [29].

Figure 12.16 shows a sequence of snapshots of the multi-vehicle system, using 3 dif-
ferent air vehicles. Initially, the vehicle start our in different areas, and the combined
map (illustrated by the uncertainty ellipses) consists of three disjoint regions. During
Steps 62 through 64, the top two vehicles discover identical landmarks; as a result,
the overall uncertainty of their respective map region decreases; This illustrates that
the SEIF indeed maintains the correlations in the individual landmark’s uncertainties;
albeit using a sparse information matrix instead of the covariance matrix. Similarly,
in steps 85 through 89, the third vehicle begins to identical landmarks also seen by
another vehicle. Again, the resulting uncertainty of the entire map is reduced, as can
be seen easily. The last panel in Figure 12.16 shows the final map, obtained after
500 iterations. This example shows that SEIFs are well-suited for multi-robot SLAM,
assuming that the initial poses of the vehicles are known.
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12.11 DISCUSSION

This paper proposed an efficient algorithm for the SLAM problem. Our approach is
based on the well-known information form of the extended Kalman filter. Based on
the empirical observation that the information matrix is dominated by a small number
of entries that are found only between nearby features in the map, we have developed
a sparse extended information filter, or SEIF. This filter enforces a sparse information
matrix, which can be updated in constant time. In the linear SLAM case with known
data association, all updates can be performed in constant time; in the nonlinear case,
additional state estimates are needed that are not part of the regular information form
of the EKF. We proposed a amortized constant-time coordinate descent algorithm for
recovering these state estimates from the information form. We also proposed an effi-
cient algorithm for data association in SEIFs that requires logarithmic time, assuming
that the search for nearby features is implemented by an efficient search tree. The
approach has been implemented and compared to the EKF solution. Overall, we find
that SEIFs produce results that differ only marginally from that of the EKFs, yet at a
much improved computational speed. Given the computational advantages of SEIFs
over EKFs, we believe that SEIFs should be a viable alternative to EKF solutions when
building high-dimensional maps.

SEIFs, are represented here, possess a number of critical limitations that warrant future
research. First and foremost, SEIFs may easily become overconfident, a property
often referred to as inconsistent [20, 15]. The overconfidence mainly arises from the
approximation in the sparsification step. Such overconfidence is not necessarily an
problem for the convergence of the approach [23], but it may introduce errors in the
data association process. In practice, we did not find the overconfidence to affect the
result in any noticeable way; however, it is relatively easy to construct situations in
which it leads to arbitrary errors in the data association process.

Another open question concerns the speed at which the amortized map recovery con-
verges. Clearly, the map is needed for a number of steps; errors in the map may
therefore affect the overall estimation result. Again, our real-world experiments show
no sign of noticeable degradation, but a small error increase was noted in one of our
simulated experiments.

Finally, SEIF inherits a number of limitations from the common literature on SLAM.
Among those are the use of Taylor expansion for linearization, which can cause the
map to diverge; the static world assumption which makes the approach inapplicable
to modeling moving objects [43]; the inability to maintain multiple data association
hypotheses, which makes the approach brittle in the presence of ambiguous features;
the reliance on features, or landmarks; and the requirement that the initial pose be



350 CHAPTER 12

known in the multi-robot implementation. Virtually all of these limitations have been
addressed in the recent literature. For example, a recent line of research has devised
efficient particle filtering techniques [13, 23, 26] that address most of these shortcom-
ings. The issues addressed in this paper are somewhat orthogonal to these limitations,
and it appears feasible to combine efficient particle filter sampling with SEIFs. We
also note that in a recent implementation, a new lazy data association methodology
was developed that uses a SEIF-style information matrix to robustly generate maps
with hundreds of meters in diameter [40].

The use of sparse matrices in SLAM offers a number of important insights into the de-
sign of SLAM algorithms. Our approach puts a new perspective on the rich literature
on hierarchical mapping discussed further above. As in SEIFs, these techniques focus
updates on a subset of all features, to gain computational efficiency. SEIFs, however,
composes submaps dynamically, whereas past work relied on the definition of static
submaps. We conjecture that our sparse network structures capture the natural depen-
dencies in SLAM problems much better than static submap decompositions, and in
turn lead to more accurate results. They also avoid problems that frequently occur at
the boundary of submaps, where the estimation can become unstable. However, the
verification of these claims will be subject to future research. A related paper dis-
cusses the application of constant time techniques to information exchange problems
in multi-robot SLAM [28].

Finally, we note that our work sheds some fresh light on the ongoing discussion on the
relation of topological and metric maps, a topic that has been widely investigated in the
cognitive mapping community [6, 17]. Links in SEIFs capture relative information,
in that they relate the location of one landmark to another (see also [7, 9, 31]). This
is a common characteristic of topological map representations [5, 35, 18, 22]. SEIFs
also offer a sound method for recovering absolute locations and affiliated posteriors
for arbitrary submaps based on these links, of the type commonly found in metric map
representations [25, 36]. Thus, SEIFs bring together aspects of both paradigms, by
defining simple computational operations for changing relative to absolute represen-
tations, and vice versa.

[.]

However, a note of caution is in order. If SEIFs were applied to a linear system (mean-
ing, we don’t need Taylor series approximations), the update would be truly constant
time. However, because of the need to linearize, we need an estimate of the mean
1 along with the information state. This estimate is not maintained in the traditional
information filter, and recovering it requires a certain amount of time. Our SEIF im-
plementation only approximates it, and the quality of the posterior estimate depends
on the quality of this approximation. We will return to this issue at the very end of
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this chapter, where we discuss some of the shortcomings and extensions of the SEIF
paradigm. For now, we will begin with a derivation of the four essential update steps
in SEIFs.

-]

However, to attain efficient online, updating the SEIF has to make a number of ap-
proximations, which make its result less accurate than that of the EIF. In particular,
the SEIF has two limitations: First, it linearizes only once, just like the EKF. The
EIF can re-linearize, which generally improves the accuracy of the result. Second, the
SEIF uses an approximation step to main sparsity of its information matrix. This spar-
sity was naturally given for the full-SLAM EIF algorithm, by nature of the information
that was being integrated. SEIFs integrate out past poses, and this very step violates
the sparseness of the information representation. The SEIF uses an approximation step
to retain sparseness, which is essential for efficient updating of the information matrix
in the context of online SLAM.
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13

MAPPING WITH UNKNOWN
DATA ASSOCIATION

13.1 LATEST DERIVATION

This is the correct derivation of EM, unfortunately using a slightly different notation
than in the rest of the book. It sits here to remind Sebastian that it has to be incorpo-
rated into the text and parts of it have to ultimately disappear into the appendix. So,
reader, don’t read this. If you do this anyhow, we use s; for the pose at time ¢ and st
for the poses leading up to time ¢. z is a measurement, and « is a control. Also, the
control for the interval (¢ — 1, ¢] is denoted u;, and not w;_,. Good luck!

Here it goes...
p(d", s'lm) p(d']s",m) p(s'm)
= nIpturlsr,sr—1) [ p(zlsr.m) (13.)

T

Taking the logarithm on both sides gives us

logp(d',s'lm) = '+ logp(urls,,s,—1) + 3 logplzls,.m) (13.2)

Here n and ' are constants. Introduce binary fields of indicator variables I_ and
Is_s._ .. I, = lifand only if the robot’s pose at time ¢t was s, and I;_ s, = 1if

and only if the robot’s pose at time ¢ was s, and the pose at time ¢t — 1 was s._1. The
set of all of those variable will be called I. They are the latent variables. This gives us

353
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the form:
log p(d", I|m) (13.3)
- 4+ Z//IST,ST*1 log p(ur|Sr,Sr—1) ds; ds-—1 + Z/Isf log p(zr|s7,m) ds.
Now calculate the expectations of those indicator variables I:

Eq[log p(d*, I|m)] (13.4)
i+ z://jsﬁsh1 log p(ur|$r,Sr—1) ds; ds-—1 + Z/IST log p(z- |87, m) ds:
" +Z//E[ISMSPI]10gp(u7|57,8771) ds; ds;—1 —I—Z/E[Isf]logp(zAsﬁm) ds;

Er

where the expectation of the indicator variables I is conditioned on the current map,
ml?. In other words, we have (I am not sure it’s good to even write it in this form):

Eg[logp(d', s'|m)] (13.5)
= 77/ + Z / /p(STa Sr—1 |mm ’ Zta ut) IOgP(UT‘Srv 57-—1) dST dsT—l

S / plsoml?, 24 u) log p(z,|s,,m) ds,

Thus, in the E-step we have to calculate the expectations

I, = p(s-|ml, 2" )

T

Is,-,s-,—71 = p(sTasT71|m[i]7ztaut) (136)

for all ¢, s, and s,_;. In the M-step, we seek to maximize (13.5) under these epec-
tations, which will give us the (i + 1)-st map. Fortunately, not all the terms in (13.5)
depend on the map m:

mlttl = argmaxZ/IsT log p(zr|s-,m) ds- (13.7)
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In retrospect, we notice that we don’t even have to calculate the indicator variables
I, s, _,. Relative to the map m, the term is a constant. So we can omit them early on.

This gives us for the E-step, assuming uniform prior over robot poses (here z*\™ =
{ZT+13 242y 7zt}):

IS = p(87|m[i]aztaut)

-

n p(zt\T7 ut\'r|m[z] y ST ZT) UT) p(ST|m[i]7 ZTa U’T)

np(zt\T,ut\T|m[i],sT) p(ST‘m[i],ZT,uT)
77/ p(87|m[i],zt\-r’ ut\‘r) p(zt\7—7ut\7|m[i]) p(ST\m[i],zT,uT)
= " p(s|ml?, 2N ) pls, |ml 27 um) (13.8)

which is a forwards-backwards localization.

For M-step, we have:
m[i+1] _ argmaXZ / IST ]ogp(zT|37_’ m) ds, (139)

Conveniently decouple this for each location (x,y). Notice, this is approximate, as
those cells aren’t independent. An alternative would be to run Simulated Annealing.
But decoupling common in the literature.

[azﬁgl] - argmaxZ/ 108}]9 Z‘r|5‘ramz y) ds‘r (1310)

Ma,y

We observe that

1ng(z7"87'7 mx,y) = IOg[n p(mw,y|57; Z‘r) p(zr|57)]
= 77/ + Ing(maz,y|577 Z‘r) + Ing(ZT|ST) (1311)
and hence
mg’-gl] = argmaxZ/ s, logp(my y|s-, z7) + log p(z-|s-)] ds-
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= argmaxZ/ s, logp(my y|s-, 27) ds, (13.12)

Mz, y

Great, eh? The only thing | don’t like is the M-step. If we can fix that, we might
actually prove convergence!

All right, I let you read the motivation now. Don’t pay attention to any of the deriva-
tions.

13.2 MOTIVATION

In the previous chapter, we discussed a mapping algorithm that calculates the full, joint
posterior over poses and maps. From a probabilistic standpoint of view, the estimation
of the posterior is clearly the gold standard, as it carries information about the map
uncertainty, the pose uncertainty, and even the cross-dependencies between pose and
map estimates.

However, to obtain a posterior estimation algorithm, the approach described in the pre-
vious chapter had to resort to a number of restrictive assumptions. The most important
of those assumptions is the absence of a data association problem. Put differently, it is
critical for these algorithms that they can can establish correspondence between sights
of the same environment feature at different points in time—otherwise the posterior
would not be multi-modal!. For this reason, mapping algorithms using Kalman fil-
ters often extract from the sensor data a small number of landmarks (features) which
can be disambiguated easily. By doing so, they are forced to throw away most of the
data. For example, in the underwater mapping results mentioned in the previous chap-
ter, most of the measurements of the underwater sea bed were discarded, and only a
small number of feature detections were used for building a map. How much better
a map could one build by considering all available data! These observation motivates
our desire to develop mapping algorithms that can cope with ambiguous sensor data,
and with the data association problem. Such algorithms are subject of this and the
following chapter.

This chapter presents a family of mapping algorithms that specifically address the
data association problem. In particular, they can cope with ambiguous landmarks and
estimate the correspondence between them on-the-fly. Variants of the basic algorithm
can also cope with raw sensor data, by compiling sequences of data into small local
maps, and merging them in a statistical sound way into a global, consistent map. On
the downside, the algorithms developed here have two disadvantages when compared
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to the Kalman filter approach. First, instead of computing the full posterior over maps
and poses, they only strive for the most likely map. Consequently, the result of this
algorithm does not explicitly represent the uncertainty in the map or the robot poses.
Second, the algorithms discussed here are batch algorithms. They require multiple
passes through the entire data set. Kalman filters, in contrast, are incremental. Once a
measurement has been processed, it does not have to be memorized.

Nevertheless, the algorithms discussed here are important from a practical point of
view. The data association problem is generally recognized as the most challenging
problem in concurrent mapping and localization, and these algorithms are currently
the only known approach that addresses this problem in a statistically sound way. The
algorithms have also generated some of the largest maps ever built, in environments
that are intrinsically difficult to map.

This chapter contains some statistical material which is slightly more advanced than
the material in the previous chapters. In particular, it uses (without proof) Dempster’s
EM algorithm [], which is a well-known statistical technique for maximum likelihood
estimation with missing data. To communicate the basic ideas first before diving into
mathematical formalism, this chapter begins with an informal description of the basic
ideas underlying all of the algorithms discussed in this chapter. In particular,

m  Section 13.3 introduces the basic ideas using two simple, artificial examples.

= Section 13.4 states the basic EM algorithm for concurrent mapping and localiza-
tion, and derives it mathematically.

m  Section 13.5 discusses how implement EM. In particular, it discusses the imple-
mentation of a landmark-based mapping algorithm, which uses piecewise con-
stant approximation of probability density functions, and points out strategies of
reducing the computational complexity.

m  Section 13.6 introduces a layered version of this algorithm, which relies on local
maps as the basic entities for EM. As is discussed there, this layered version
makes it possible to apply EM to occupancy grids-style metric maps.
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Figure13.1 Environment (thin line); the robot’s path (grey); and the measured path (thick
line). The robot can perceive whether or not it is in one of the indistinguishable corners,
within a certain maximum perceptual range. The dots indicate locations where the robot
perceived a corner.

13.3 MAPPING WITH EM: THE BASIC
IDEA

Let us begin by discussing the basic ideas and concepts in mapping with EM. As we
will see, the general idea are quite intuitive and, like everything else in this book,
critically linked to the notion of probabilities.

The goal of EM mapping is to find the most likely map given the data. Put mathemat-
ically, we are now interested in calculating

argmax P(m | d) (13.13)

m

for arbitrary data sets and maps. Unfortunately, searching the space of maps exhaus-
tively is impossible, since it is too large. EM therefore performs hill climbing in the
space of all maps. More specifically, it starts out with a very poor map, then develops
a better map, and so on, until it finally arrives at a local maximum in likelihood space.

In particular, and this is the basic “trick” of EM, EM iterates two different estimation
steps

m  alocalization step, also called E-step for reasons given below, in which the robot
localizes itself in its current best map, and

®m  a mapping stape, also called M-step, where a new, improved map is calculated
based on the result of localization.
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T

Figure13.2 The initial alpha-values, using only odometry to compute posterior distribu-
tions over the robot’s poses.

Clearly, this problem decomposition has the advantage that the steps individually are
much easier than the concurrent In Chapter 7, we have already seen how to localize
robots in a known map (the E-step). In Chapter 9, we have discussed techniques for
building maps from known poses (M-step). The EM approach alternates localization
and mapping, using techniques that bear similarity to the ones described before.

To illustrate EM, consider the rectangular environment shown in Figure 13.1. Let us
for the moment assume that the robot has a sensor for detecting corners. Whenever
it is near or in a corner, it can perceive its relative location, but it is unable to tell
the corners apart. Notice that this environment is highly symmetric. The mapping
problem clearly raises the data association problem of establishing correspondence
between different detections of the same corner. Figure 13.1 also shows the robot’s
path (in gray). Dots along the path indicate when the robot’s sensors detected a corner.
Obviously, our robot tends to drift to right, relative to its odometry measurements.

The EM algorithm starts with a localization step without any map. Figure 13.2 shows
this for the different points in time. Initially, pose defined to be (x = 0,y = 0,6 = 0),
which is shown in the first (and leftmost) diagram in Figure 13.2. After the first motion
segment to the adjacent corner, robot’s belief shown in second diagram. This belief
is purely based on odometry; since there is no map, no opportunity to constrain the
belief in any way. The next three diagrams show robot’s belief after the next three
motion segment, illustrating that the robot’s uncertainty increases over time.

The pose estimates are now used to generate a first, highly uncertain map. This map
is shown in Figure 13.3. Here the grey-level corresponds to the likelihood that a z-
y-location in the map is a corner: Black means the robot is certain there is a corner,
white means the robot is certain there is none, and values in between indicate prob-
abilities for cornerness between 0 (white) and 1 (black). The map in Figure 13.3
possesses several remarkable properties. First, it is highly uncertain, as indicated by
the large regions that might possible be corners. The grey-ish circle at the bottom left
corresponds to the first perception, where the robot knew its pose (by definition it was
(0,0,0)) and only saw a single corner within its circular perceptual field. The other
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Figure 13.3 The initial map.

grey regions correspond to points in time where the robot perceived the same sensor
reading, but was less certain about its position. Hence, the resulting map is less sharp.

The robot now re-runs the localization, but this time using the initial map. The map,
while far from accurate, nevertheless leads to improved localization. The new local-
ization run based on the initial map is shown in Figure 13.4. Comparison with the
first localization results (Figure 13.2) shows that the margin of uncertainty has shrunk,
illustrates the positive effect of the map on localization.

So far, only talked about forward localization, using the data leading up to time ¢ to
determine the robot’s pose at time ¢. Strictly speaking, even data collected after time
t carries information about the robot’s pose at time ¢. Thus, some sort of backwards
localization is called for that uses future data to revise past beliefs. Figure 13.5 shows
the result of backwards localization. This figure is to be read from right to left. Since
the robot’s final pose is unknown, we start with a uniform distribution as indicated in
the rightmost diagram in Figure 13.5. One time step earlier, the robot’s distribution is
given by the diagram next to the left. This is identical to global localization, just in
reverse time order. The fact that this diagram contains a collection of circles indicates
that after a single measurement followed by a motion command, the robot is probably
on a fixed distance to one of the (approximately) known corner locations. From right
to left, the diagrams in Figure 13.5 show the result of backwards localization all the
way to the initial time step.

Strictly speaking, our approach requires backwards in all iterations, even the first, but
in the absence of a map the resulting distributions are uniform, which explains why
we did not address this issue in the first round of localization.
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T

Figure13.4 These alpha-values are based on odometry (as before) and the initial, highly
uncertain map.

IR

Figure 13.5 Backwards localization: The beta-values are computed form right to left,
effectively localizing the robot backwards in time.

Figure13.6 The combined results of forward and backward localization.

Figure13.7 The second map.



362 CHAPTER 13

B

)
Unikiniinl::»
R

Figure13.8 The combined results of forward and backward localization.

B

Figure13.9 The final map.

The true posterior over the robot location at the various points in time is shown in
Figure 13.6. Each diagram is the (normalized) product of the forward localization and
the backwards localization results (c.f., Figure 13.4 and 13.5, respectively).

The reader should notice that the pose estimates, while far from being certain, are an
improvement over the initial pose estimates when no map is used. The new, improved
pose estimates are now used to generate a new, improved map, shown in Figure 13.7.
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(@ (b) ©

Figure13.10 Test environment and data: (a) The environment possesses 4 indistinguish-
able landmark locations, labeled A to D. The robot’s path is: A-B-C-D-C-B. (b) First data
set, as measured by robot’s odometry. (c) Second data set, which contains one more step
than the first.

Figure13.11 Data set 1, localization after three iterations of EM.

Figure13.12 Data set 2, localization after three iterations of EM.

A comparison with the first map (Figure 13.3) shows that now the robot is more certain
where the corners in its environment are.

The process of localization and mapping is iterated. After 10 iterations, the process
nearly converged for our toy-like example. The resulting pose estimates are shown
in the bottom row in Figure 13.8; the top and middle row show the result of forward
and backward localization, respectively. At this point, the uncertain vanished almost
entirely, even for the intermediate locations. At the last point in time, the robot is now
certain that the current corner is identical with the first, as illustrated by the diagram in
the bottom-right corner. Remarkable are the results of backward localization, which
are spirals in z-y-60 space (and hence circles in the projective z-y space).
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The corresponding map, shown in Figure 13.9, shows the location of four corners that
is slightly rotated but otherwise consistent with the true arrangement. The final map
also contains a spurious fifth corner, which is the result of “over-fitting” at the very
border of the robot’s perceptual range.

A second example is shown in Figures 13.10 to 13.12. This example illustrates how
the algorithm effectively uses data to revise beliefs backwards in time. In this example,
our algorithm first fails to localize the robot correctly, due to lack of data. As more
data arises, the false beliefs are identified and corrected in favor of the correct ones.

Figure 13.10a shows the environment: A multi-corridor environment that possesses
four “significant” places (labeled A to D). For the sake of the illustration, we assume
that these places are all indistinguishable. The robot’s path is A-B-C-D-C-B, that is,
the robot moves up, turns right, then turns around and move half way back to where
it started. Of course, the odometry is erroneous. Figures 13.10b&c depict the path,
as obtained through the robot’s odometry. In Figure 13.10b, the situation is depicted
after the robot revisited location C. One step later, the robot is back at location B, as
shown in Figure 13.10c.

The interesting feature of this example is that after returning back to location C (Fig-
ure 13.10b), the robot’s pose is much close to location B. Since our robot actually
cannot receive any corridors/walls, this suggests that maximum likelihood solution
places the robot is at B, and not at C; this is a case where a false solution is actually
more likely than the correct one. Figure 13.11 confirms our suspicion. It shows the
robot’s pose beliefs after three iterations of EM. The interesting diagram is the one on
the right: Here the belief possesses two modes, one at the correct location and one at
location B. Since the odometry is closer to B than to C, the likelihood of being at B is
slightly larger. Thus, if one wanted to know the most likely path, EM would chose the
one shown in this diagram.

The picture changes as the last data item is added, in which the robot moved from
C to B, as shown in Figure 13.10c. This last step is easily explained if the robot is
at C; starting at B, however, the new observation is less consistent. Applying EM
to this new data set yields the beliefs shown in Figure 13.12. Here the most likely
path is actually the correct one, even though the likelihood is only changed by a small
amount. This example illustrates that EM is capable of using data to revise beliefs
backwards in time. This is important specifically when mapping cyclic environments.
Then first closing a cycle, the sensor data often is insufficient to determine the robot’s
pose correctly, requiring some sort of backwards-correction mechanisms that can fix
errors in maps as new evidence arrives.
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This completes the examples of EM mapping. We will now formally describe the EM
mapping algorithm and derive it mathematically. Iterates localization and mapping.
The forward pose estimates will be called «, the backward estimates 3, and the product
of both ~. Algorithm: maximizes the map likelihood. Pose estimated may not be
interpreted as posterior, since evidence is used multiple times and hence robot is “over-
confident.” Our illustration also has implications for the choice of the representation.
Even in this simple example,the intermediate pose estimates cover a wide range of
distributions.

13.4 MAPPING WITH THE EM
ALGORITHM

13.4.1 The EM Mapping Algorithm

Armed with the necessary mathematical derivation, we will now state the general EM
mapping algorithm. Table 13.1 depicts the algorithm EM _mapping(). Here n denotes
a generic normalizer that ensures that the desired probability distributions integrate
(sum up) to 1.

The algorithm EM_mapping() is a batch algorithm. Its input is a data set d, from
which it generates a map m. The algorithm EM_mapping is initialized in line 2 by
assigning uniform distributions to each variable in the map. The main loop, which is
iterated until convergence, implements the E-step (lines 4 to 11) and the M-step (lines
12 to 16). The E-step consists of three parts: a forward localization (lines 4 to 6),
an inverse localization (lines 7 to 9), and a multiplication to obtain the full posterior
beliefs over all poses (lines 10 and 11). The M-step computes, for each map element
(x,y), the non-normalizes likelihood that the world’s property at (z, y) is I (lines 13
and 14), and subsequently normalizes these probabilities (line 15). Finally, it compiles
a single, global map (line 16). After convergence, the final map is returned (line 17).
Empirically, 3 to 5 iterations often result in a map that is sufficiently close to the
asymptotic result, so that the computation can be terminated. Notice that when stating
the algorithm, EM_mapping() we omitted the index j. This is legitimate because the
algorithm is incremental, ant it suffices to memorize the most recent map m; and
beliefs Bel[;(s®).

Make Figure: The L-shaped example environment, and maploc distributions
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Algorithm EM _mapping(d):
initialize m by uniform-map

repeat until satisfi ed
a®) = Dirac((0, 0,0))
fort =1toT do
a(t) — 17 P(O(t) | S(t)7m) fp(s(t) | a(til)’ S(til)) a(til) ds(t)
BT = uniform()
fort =T — 1 downto0 do
ﬁ(t) - an(s(t) | a(t), 5(t+1)) p(o(t+1) | 5(t+1),m) g(tﬂ) dst+1)
fort =1toT do
Bel(s®) = o) g1
fordl (z,y) do
forall e L do
5 =57 pio® | 5® -
Mizyy=l = 2t J P |s » M,y) )

I(x,y} crange(o(®) (1)) Bel (s(t) ) dst)
-1

M=t = (Lper, Mayy=tr)  May)=1

m = {m(m,y)}

returnm

Table13.1 The general EM mapping algorithm.

Figure ?? shows an illustrative example of the algorithm EM_mapping() in action.
Here an imaginary robot, equipped with a sensor that produces noisy measurements
of range and bearing to nearby landmarks, moves through an L-shaped environment.
The environment possesses four landmarks. To make things interesting, let us assume
the landmarks are indistinguishable to the robot, and the robot does not know how
many there are. Figure ?? shows the robot’s true trajectory, along with the measured
one. Obviously, there is odometry error. When returning the landmark labeled 4,
odometry suggests that the next landmark is closes to the one labeled 2; in reality
however, the robot encountered landmark 3, and then moved back to landmark 2.

[[[Insert picture, complete the story]]]
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Illustrates the importance of uncertainty. Also demonstrates that the robot can revise
past beliefs as more evidence arrives. This is essential for “closing the loop.”

13.4.2 The Map Likelihood Function

We begin our formal derivation with a statement of the likelihood function, whose
maximization is our goal. As stated in the introduction of this chapter, our approach
maximizes

P(m | d), (13.14)

the likelihood of the map given the data. Our first exercise will be to express P(m | d)
in terms of familiar conditional probabilities, in particular the perceptual model P(o |
s,m) and the motion model P(s’ | a, s). In particular, we will find that

P(m | d)
T T-1

= nP(m) / . ~/HP(0(t) | m, s(t)) H P(s(Hl) | a(t),s(t)) dsM ... (134B)
t=1 t=1

where 7 is a numerical constant: a normalizer that ensures that the left-hand side inte-
grates to 1 over all m. Since we are only interested in maximization, not in computing
the actual likelihood of a map, 7 is irrelevant.

The term P(m) in (13.15) is the prior on maps. It allows one to express an a priori
preference for certain maps over others. For example, if the environment is known
to consist of parallel and orthogonal walls only—a commonly made assumption that
can greatly simplify the mapping problem—one might exclude maps that do not obey
that assumption. Throughout this text, however, we will consider the most general
case and assume that P(m) is uniformly distributed. Hence, P(m) is a constant and
can be ignored in the maximization, just like . With these considerations, (13.15)
shows that, at least in principle, finding the most likelihood can be done solely from
the perceptual model P(o | s, m), the motion model P(s’ | a, s), and the data d.

To see that (13.15) is correct, let us begin by applying Bayes rule to P(m | d):

Pim|d) = W (13.16)
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Obviously, the denominator P(d) is a constant factor that does not depend on m. To
simplify the notation, we prefer to write

Pim|d) = m P(m)P(d|m) (13.17)

where 7; is a normalizer that ensures consistency:

(Z P(d | m) P(m)> (13.18)

The rightmost term in Expression (13.17), P(d | m), can be rewritten using the The-
orem of Total Probability:

/ / (d]m,s, ... T))
(0) B

s m) ds©, ... ds™ (13.19)

Here we benefit from our careful definition of the motion model in Chapter ??, which
ensures that the rightmost term, P(s(®), ..., s(") | m), is a constant that does not
depend on m. Hence, we obtain

P(d|m) = n2/~-/P(d\m,s(o),...,s(T))ds(o),...,ds(T) (13.20)

where 7 is another normalizer. Further below, we will subsume n; and 7, into a
single constant, but for now let’s keep them separate.

The key observation in our derivation is that given the map m and all T poses
s .., s(T) the Markov assumption renders all observations and motion commands
conditionally independent. In other words, P(d | m,s(®, ..., s()) can be re-written
as a product of “local” probabilities, conditioned on the appropriate state information:

T T-1

P(d|m,s9,.. . s) = HP(o(t) | s m) H P(a® | s+ (18.21)

t=0 t=0
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The last term, P(a(®) | s+ s(t) m), is simplified by first noticing that a(*) does not
depend at all on the map m, hence

P(a® | s s m) = Pa® | s+ 1) (13.22)
and then further applying Bayes rule

p(s(t+1) ‘a(t) s(t)) p(a(t) |5(t))
®) | gt+1) By J
P(a'" | s ,s\) = PO | 50) (13.23)

Again, the denominator P(s(**+1) | s()) isa constant and so is the distribution P(a® |
s(®), since in the absence of any other information a single pose does not convey
information about subsequent poses or motion commands. Hence, we can re-write
(13.23) using the normalizer 7s:

P(a® | s s m) = g P(sUHD | a® M) (13.24)

Substituting (13.24) into (13.21) yields

T T—1
Pd|m,s®,....s®) = g [P0 |sOm) [] Ps" | a(1825)
t=0 t=0

Notice that we have managed to express the desired probability in terms of familiar

expressions: The perceptual model P(o® | (), m) and the motion model P(s(*+1) |
(t) (t))

a', s\,

We now substitute (13.25) into (13.20) and obtain

P(d|m) = (13.26)
T T-—1

o 774/.../HP(0(75) |50, m) [ P [ a®,50) ds©, ..., ds(®
t=0 t=0

and back into (13.17):

Pim|d) = (13.27)
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T T-1
. p(m)/.‘./Hp(o(t) 50, m) [ PGEH | a®,50) ds©, . ds®
t=0 t=0

Here we collapsed all normalizers into a single one (n = n11m2m4), Which yields the
desired expression (13.15).

13.4.3 Efficient Maximum Likelihood
Estimation

Having successfully derived the formula for map likelihood the next logical question
is how to actually maximize it, thus, how to find the most likely map.

A simple-minded approach, which does not work, would be a generate-and-test ap-
proach:

Algorithm generate_and_test(d):

for all mapsm do
compute non-normalized likelihood p < P(m | d)
if p larger than that of any previous map then
m*t=m
return m*

Unfortunately, this algorithm fails for practical reasons. If each discrete map has 104
binary elements, which is much less than the number of grid cells for some of the maps
shown further below, then there will be 219990 different maps. Evaluating a single one
of them requires summation often over as 10* nested integrals or more (7' = 10* data
items may be easily collected in a few minutes), each of which can take another 106
values or so—this is clearly infeasible. The fact that the likelihood function is highly
non-linear suggests that no practical algorithm exists that may ever be able to find it.
We are certainly not aware of one.

The EM algorithm, which will be described in turn, implements hill-climbing in like-
lihood space. As noticed in the introduction, EM is an iterative algorithm. Let
j = 0,1,... denote the iteration counter. For simplification of the presentation, let
us assume that m_,) denotes the empty map, by which we mean a map where each
Mz, i Uniformly distributed. EM iterates two steps:
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1. Localization (E-step): The E-step computes the belief distribution over poses
(0) (T)
s\&oi0,s

Bely(s) = P(s" | my;_y,d) Vi=1,...,T (13.28)

conditioned on the map m;_; and the data d.

2. Mapping (M-step): The M-step calculates the most likely map
my = argmax P(m | Bely(s),..., Belm(s(T)), d) (13.29)

/- : -/argmaxP(m IR )|
Belyj(s) -~ Belpy(s™) ds©, ... ,ds™™  (13.30)

In the initial E-step, m is the empty map and the E-step calculates
Bely(sW) = P(s"|d) Vt=1,...,T (13.31)

Since the most likely map can be difficult to compute even if the poses are known,
further below we will introduce an additional independence assumption that allows us
to decouple the computation in an efficient way. During the optimization, we will also
consider probabilistic maps that contain a notion of uncertainty.

13.4.4 The E-step

Expression (13.28) is similar to localization (Chapter 7), but not identical. This is
because for t < T', Bel|; (s®)) depends also on data collected at times ¢’ > t, i.e.,
“future” data (from the perspective of time ¢). With appropriate assumptions, however,
we will show that Belj;;(s*)) can be expressed as the normalized product of two
terms:

Bel[j](s(t)) = nP(s(t) |m[j,1},d(0'”t)) P(s(t) \m[j,l},d@“'T)) (13.32)

This is convenient, as each of the terms on the right-hand side can be computed inde-
pendently using Markov localization, as explained in the previous chapter.
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To see, we recall

with
O RN ) SN CU RS (S A ) (13.34)
dET) GO Q) -1 D) (13.35)

and note that

Bely(sW) = P(s" | my_y),d) (13.36)
= P gy 00, dT) 1337)

Bayes rule gives us

Bety (o)~ PO g s, 440 PO |y d)
(4] P(dO-8) [ my;_yy,d®-1)) N
= 5 P(dOD | my_qy, 8P, d"T)) P(s®) | my;_y), d(23739)

= 15 P [my;yy,s0) P(s | my; ), dT) - (13.40)

where 75 is a normalizing constant. The last transformation exploits the Markov as-
sumption: knowledge of th map m;_,; and the pose s(®) at time ¢ renders past data
d(©--) and future data d*7) independent. We will now apply Bayes rule again to the
second term in (13.40), namely P(d(*") | m;_, s), from which we obtain

t 0...t 0...t
P(s® | my;_q)
= g P(s" | mpj_1),d 1) P(dOY | m(1342)

P(d(Ot) | m[jil]’s(t))

Here 7 is yet another constant. Substituting this back into (13.40) yields

Bel () = nsme P(s® [ myj_y),d) (13.43)
P(d(omt) | mpj-1)) P(S(t) ‘ m[j_l],d(t'”T)) (13.44)
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Since P(d®* | my;_y)) does not depend on s, it can be replaced by another
constant, which gives us

Bely(s) = 7 P(s" | my_y,d 1) P(s® [ myj_y),dT)) (13.45)

Here 7 is a constant that subsumes 74, 15, and P(d®) | m(;_y)).

Henceforth, we will call

afi = P [myy,d®) (13.46)

By = Ps“ | myoy,d® ") (13.47)
which implies

Bely(s") = naf 4 (13.48)

The reader may notice that the computation of a&) is analogous to forward-

localization as described in the previous chapter. The computation of ﬂ[(jt]) can be
viewed as “inverse localization,” where data collected after time ¢ is used to retroac-
tively estimate the position at time ¢. The -values add additional knowledge to the
robot’s position, typically not captured in localization. They are, however, essential
for revising past belief based on sensor data that was received later in time, which is a
necessary prerequisite of building large-scale maps.

Computation of the a-values

The computation of the a-values is equivalent to the probabilistic localization algo-
rithm described in the previous chapter with known initial pose s(*) = (0,0, 0). For
completeness, it is briefly restated here.

Initially, the robot is assumed to be at the center of the global reference frame. Thus,
ag.)]) (forany j = 0,1,...) isinitialized by a Dirac distribution centered at (0, 0, 0):

off = P | my_y,d®) (13.49)

— P(s©) (13.50)
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_ { 1, if s© = (0,0,0) (13.51)

0, if s #£(0,0,0)

All other ag]) with¢ = 1,...,7T are computed recursively by Bayes filters (c.f. Chap-
ter ??):

offf = P(s“) [ mp_yy,d®) (13.52)
= P(s" [ m_yy, 0", a1, d0-171) (13.53)
= 1 p(o(t) |S(t)7m[j_1],a(t71)7d(0-~t71)) p(s(t) |m[j_1],a(t*1),d(0(1§54)
= 71 P(o(t) | s(t),m[j,l]) P(s(t) | m[j,l],a(t_l),d(o“'t_l)) (13.55)

where 7 is again a probabilistic normalizer, and the rightmost term of (13.55) can be
transformed to

P(s® | m[j,ll,a(t_l),d(o“'t_l)) (13.56)
— /P(S(t) | S(t71)7m[j71},a(t71)’d(O...tfl)) P(S(tfl) | m[jilba(tfl)’d(O...tfltlw-f)
= /P(s(t) | a7 D) P(stY) | my gy, d 1) ds® (13.58)

= / P(s [ al=D, 501 ot ds®) (13.59)

Substituting (13.59) into (13.55) yields the recursive rule for the computation of all
o with boundary condition (13.51):

© 1, if 50 = (0,0,0)
= {05000 (1360
alll = 0o P [ O my_y) / P(s® a1, 5070 aff "V ds(13.61)

forallt =1,...,T. Notice that (13.60) and (13.61) can be computed efficiently from
the data d, the model m;_43, using the motion model P(s’ | a, s) and the perceptual
model P(s | o,m).

Computation of the g-values
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The computation of 3-values is analogous, to that of the a-values, with the exception
that it takes place backwards in time and that the boundary conditions differ. The

values ﬂ(.T) do not depend on any data. Hence, ﬂ[(j?, which expresses the probability
that the robot’s final position is s, is uniformly distributed:

ﬂ[(jq]ﬂ) = uniform (13.62)

All other -values are computed recursively by applying Bayes filters backwards in
time:

ﬁ(’f) — P(S(t) ‘ m[j,l],d(t'“T)) (13.63)

/ P(s® | sU iy _qy, dT)) P(sUH | gy, d-T)) @68064)

= /P(s(t) | a(t)’s(tJrl)) P(s(t“) |m[j_l],d(t+1"'T),O(t+1)) d413.:65)

By now, the reader should recognize that the first transformation that led to (13.64) is
a result of applying the Theorem of Total Probability, and the second transformation
exploits the Markov assumption with some terms reordered.

Following the same rationale as in the derivation of the «-values, we will now trans-
form the last term in (13.65) using Bayes rule and then exploiting the Markov assump-
tion, to obtain

P(s" | my_qy, a1 o) (13.66)
P(O(t+1) | S(t+1),m[j_l],d(t+1"'T)) P(S(t+1) | m[j_l],d(t+1"'T){)13 67
Pl [ myj_y), d+1-1)) (367

= 7 P(o"TV | 0D gy, a0y P(sUFD | gy, dU-(13)68)
= 7 P(o"D [ s+ ) gD (13.69)

7= (5]

Substituting (13.69) into (13.65) gives us, together with the boundary condition
(13.62):

=
3
I

uniform (13.70)

g = / P(s® | a®,s0F0) P | 0T ;) 61D qu8T1)
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Thus, the 3 values are best computed backwards in time, starting at ¢ = 7" and back
to T' = 0. For practical purposes, one might want to assume that the motion model is
symmetric, i.e., P(s' | a,s) = P(s | a,s').

First E-step

In the first computation of the E-step (j = 0), where no map is available, P(o |
s,m—q7) is assumed to be distributed uniformly. This is equivalent to ignoring all ob-
servations {0(®), o)), ... 0(™)} in the computation of the a- and 3-values. The result-
ing position estimates are only based on the motion commands {a(?, o™, ... a(T=D}
in the data d. This completes the derivation of the E-step.

13.4.5 The M-step

Recall that the goal of the M-step is to compute the most likely map from the pose
beliefs Bel(;;(s1)), d):

my = argmax P(m | Bely(s),..., Bely(s'),d) (13.72)

To facilitate the generation of the map, we decompose the mapping problem into a
collection of local problems, that is, we independently generate local maximum like-
lihood maps for each (x, y)-location

My ;] = argmax P(m,, | Belj (5(0))7 .., Belp (S(T)),d) (13.73)

M(x,y)

and construct the map m;; by pasting together these pieces:
mp = U men (13.74)
(z,y)

Strictly speaking, for some sensor types the resulting map does not maximize likeli-
hood. For example, a sonar reading of length o can be explained by a single obsta-
cle within its cone; hence, different (x, y)-locations cannot be mapped independently.
However, the independent treatment of different locations is pervasive in the literature,
as it transforms the high-dimensional mapping problem (often with more than 10 di-
mensions) into an equal number of independent one-dimensional mapping problems,
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which can be solved efficiently. Finding computationally feasible solutions for (13.72)
that circumvent this decomposition is an open problem with combinatorial character.

The locality of our decomposition makes it straightforward to compute the maxi-
mum likelihood expression (13.73). Recall that [ € L denotes a property (e.g., oc-
cupied, unoccupied), and L denotes the set of all properties that the world can have at
any location. The maximum likelihood map m , .y [;; under fixed position estimates

Belp; (s, ..., Belp; (s is computed according to the weighted likelihood ratio

m<w7y>:l7[]~] = P(m@m = | d, Bel[j](s(o)), sy Belm (S(T))

B Expected # of times [ was observed at (z, y) (13.75)
~ Expected # of times anything was observed at (z, ) '

The expectation is taken with respect to the beliefs Bel[;(s(?)) to Bel};;(s")). Ex-
pression (13.75) follows a frequentist approach, which equates the likelihood that lo-
cation (x, y) has property  with the empirical frequency, weighted appropriately. Intu-
itively, we just “count” how often the robot saw [ at (x, y) and divide it by the number
of times it saw anything at (z, y). This ratio maximizes the likelihood of the data.

To make this more precise, let us now transform (13.75) into a mathematical expres-
sion. The enumerator of (13.75) is given by

T
Z/P(m@’w =1 | O(t),s(t)) I<z’y>€range(o(t)’s(t)) Bel[j](s(t)) ds(t) (13.76)
t=0

This expression cumulates, with the appropriate weighting, the information we have
about the map at (z, y).

The term P(m,,, = 1 | o), s®)) specifies the probability that the property of the
map at (x,y) is I, judging from the ¢-th sensor measurement o(*) and under the as-
sumption that the robot’s pose was s*). Of course, o) might not carry any informa-
tion about m, ,y. This is the case, for example, if the distance between (x,y) and
s(*) exceeds the robot’s perceptual range, or if the sensor measurement is blocked by
an obstacle in-between. Hence, the probability is multiplied by an indicator variable
L1y yyerange(o sv)- Recall that the function range(o, s) returns, the set of coordi-
nates covered by the sensor measurement o taken at s. The indicator variable I checks
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if the sensor measurement carries any information on the map at (z, y):

1, if (z,y) € range(o, s
I(w,y}Erange(o,s) { < y> & ( ) (1377)

0, if (z,y) & range(o, s)

Finally, expression (13.76) sums over all time steps¢ = 1, ..., 7 and over all positions
s, weighted by their likelihood Bel[;(s*)).

For the denominator of (13.75), we have sum (13.76) for all [ € L, which yields:

T
Z Z/P(m@,y) == l/ | O(t),s(t)) I<w7y>erange(o(t)7s(t)) Belm (S(t)) ds(t)(1378)

l'eL t=0
T

= Z/ (Z P(m(x,y> =1 ‘ O(t)vs(t))> I(w,y)Erange(o(t),s(f)) Bel[]] (S(t{)-ag(g)
t=0 l'eL
T

= Z/I<z7y>€range(o(t)7s(t)) Bel[j](s(t)) ds(t) (1380)
t=0

since, trivially, ., P(I" | -) = 1. Dividing (13.76) by (13.80) yields the likelihood
ratio

t

(13 8
(o0

m<w7y>:lv[j] = T
> / Iy g erange(o®,s0) Bely(st) dst
t=0

To complete the derivation, we need one last step. The enumerator of (13.81) is a
function of a conditional density P(m, ., | o,s). This density can be interpreted as
an “inverse” perceptual model, since it determines the state of the world from a sensor
measurement and a robot’s pose. Inverse perceptual models will be addressed in depth
elsewhere in this book. For the time being, it suffices to notice that our decomposition
into small, local maps allows us to conveniently write

P(Ov‘ S, My (g y)) P(m<:1: y) | S)
P = . : 13.82
(May) | 0,9) P(o, [ mz4)) ( )

T
Z/P(mmy) =1 | O(t)7 S(t)) I(I,y)Erange(o(t),s(t)) Belb] (S(f)) dS(t)
=0 o}

1
=

)
]
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Both P(m,,, | s) and P(o,| m, ) can safely be approximated by a constant 7,
so that we have

P(mgyy [os) = 15 Plo,| 8,m ) (13.83)

Notice that this expression is a version of the familiar perceptual model P(o, | s,m).

Substituting (13.83) into (13.81) gives us the final equation that is the M-step:

m(fyy>:l,[j] = P(m<r7y> =1 | d, Bel[j](s(o)), ey Bel[j] (S(T))

T
Z/P(O(t) | S(t)an@,y) = l) I(w,y)érange(o“),s(“) Bel[]](s(t>) ds(t)
=0

=1 (13.84)

T
> / Ly yyerange(o® s0) Belpy)(s®)) dst
t=0

This completes the derivation of the M-step. While Equation (13.84) looks complex,
it basically amounts to a relatively straightforward frequentist approach. It counts how
often property [ was observed for location (x, y), divided by the number anything was
observed for that location. Each count is weighted by the probability that the robot
was at a location s where it could observe something about (z, y). Frequency counts
are maximum likelihood estimators. Thus, the M-step determines the most likely map
at (x, y) from the position estimates computed in the E-step. By alternating both steps,
the E-step and the M-step, both the localization estimates and the map are gradually
improved.

13.4.6 Examples

Example:

13.5 GRID-BASED IMPLEMENTATION

So what is there to know about implementing the algorithm EM_mapping()? In prin-
ciple, the algorithm can be married to any of the representations discussed in Chapter
2.5. As in the previous chapter, let us first consider the possibility of implementing



380 CHAPTER 13

the algorithm EM_mapping() using grids. This involves approximating both Both
the beliefs Bel(s) and the map M using equally-spaced, metric grids. Consequently,
integrals in Table 13.1 are replaced by (finite) sums over the corresponding grid cells.

Under certain conditions, grids are well-suited to implemented the algorithm
EM_mapping(). Due to the inefficiency of grids, however can be extremely slow
and memory-intensive. It can be sped up significantly by various modifications.

m  Data sub-sampling. Instead of computing a pose belief Bel(s(*)) for each point
intime ¢t € {0,...,T}, in practice it often suffices to estimate the pose for a
small subset thereof. This is because short-term control/odometry errors are usu-
ally small and therefore can be corrected by other and faster means. A simple
example is to estimate beliefs Bel(s) only after the robot progressed a certain
distance (e.g., 10 meters), assuming that in between odometry is error-free. Al-
ternatively, one might correct for in-between odometry errors by fast, linear in-
terpolation. Data sub-sampling clearly alters the output of the algorithm, but it
may be necessary given today’s computing constraints.

m  Selective updating. As described in Chapter ??, selectively updating the prob-
ability distributions can greatly speed up the algorithm. Recall that in selec-
tive updating, only those grid cells are considered whose probability Bel(s) is
larger than a threshold (e.g., 0.001 - max, Bel(s)). With careful adjustment of
the threshold, selective updating only minimally alters the result while speeding
up computation by orders of magnitude.

m  Selective memorization. Hand in hand with selective updating, the memory re-
quirements can be lowered by selectively memorizing only a subset of all values
in Bel(s). A straightforward approach is to identify the smallest axes-parallel
hypercube in the Grid that contains all cells whose likelihood exceeds the thresh-
old used in selective updating. Alternatively, one can maintain an explicit list of
such cells, and only store those whose probability exceeds the threshold.

m  Caching. Certain quantities, such as the motion model P(s’ | a,s), have to
computed in every iteration of the algorithm. To speed up the computation, one
may pre-compute P(s” | a, s) for all a(*) in the data set d and memorize this in a
set of look-up tables.

= Exploiting symmetry. The cached densities P(s’ | a, s) are highly symmetric.
For a fixed a, P(s | a, s") might appear to be six-dimensional: three dimensions
for s = (z,y, 0) and three dimensions for s’ = (z’, 3/, 6’). In practice, however,
it suffices to memorize this density for a single value of s: s = (0,0, 0). This is
because

P(s'|a,s) = P{a',y,0) |a,{x,y,0) (13.85)
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= P({(#,9.,0) | a,(0,0,0)) (13.86)
with
2 = (2 —x)cosb+ (y —y)sind (13.87)
g = (¥ —y)cost — (¢ —z)sind (13.88)
6 = 0 -0 (13.89)

Obviously, the resulting density P({(z,4,6) | a,(0,0,0)) is only three-
dimensional. Further savings can be achieved exploiting symmetries in the mo-
tion model.

Empirically, the effect of these modifications will be gigantic! In one experiment,
we found that they lowered memory requirements by a factor of more than 103
when compared to a simple-minded grid-based implementation of the algorithm
EM_mapping(), with computational savings at a similar rate. So we recommend you
try them out!

Make Figure: Landmark-based maps from Washington, Wean Hall.
Figure ?? shows examples....

Even though we chose landmarks as example, the reader should notice that our algo-
rithm EM_mapping() is generally applicable to any type of sensors. Further below.
in Chapter ??, we will present a modified version of this algorithm which has been
successfully applied to build maps with one of the most widely used sensors in mobile
robotics: sonars.

13.6 LAYERED EM MAPPING

A pivotal problem with the algorithm EM_mapping(), as presented in Table 13.1 on
page 366, is the fact for some sensors it may generate highly implausible maps during
search. Technically, the source of the problem lies in the M-step, and in particular
in the decomposition that estimates maximum likelihood map for each location (x, y)
independently (c.f., Chapter 13.4.5).

Make Figure: Counterexample from Wolfram’s ICML paper
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[[[Actually, the 2-corridor map is a bad example, since it’s based on occupancy grid
maps, not the maximum likelihood estimate. Maybe we can generate a new counterex-

ample]]]

To give a concrete example, suppose we apply EM_mapping() to a robot equipped
with range finders (e.g., sonars), in the hope of building a consistent map of an office
environment. If the robot’s poses are known, the mapping algorithm might produce
maps like the occupancy grid segment shown in Figure ??. Clearly, this is a nice and
crisp map of a corridor segment. The problem arises when the pose of the robot is not
known well, as is typically the case in the M-step of EM_mapping(). For example, if
Bel(s) contains two distinct regions with high likelihood, the M-step might generate
a map like the one shown in Figure ??. It is worth noting that for each individual
location (x, y), the map in Figure ?? correctly estimates the likelihood of occupancy.
Nevertheless, the map as a whole misleads the E-step (localization): In some areas,
it shows three walls instead of two, and in others the corridor appears to be twice as
wide. Configurations like these can lead to erroneous results for the localization in the
E-step, if the range-based localization algorithm described in Chapter 7 is applied.

Fortunately, the basic algorithm can be augmented in a way that reduces the damag-
ing effects. We will now describe a layered version of the algorithm EM _mapping(),
called layered_EM_mapping(). Technically, this algorithm does not fully sidestep the
independence assumption, but it keeps track of certain dependencies, thereby remedy-
ing the problem in practice.

13.6.1 Layered Map Representations
Make Figure: ICML Figure 5

The key idea of the algorithm layered_EM _mapping() is to represent the map by
a collection of small, local maps, instead of a monolithic, global map. Each local
map is generated from a short data sub-sequence. Figure ?? shows some examples,
where each local map is an occupancy grid generated from not more than 10 meters
of robot motion. To establish correspondence between the coordinates systems of
the local maps, and the global coordinate frame, each local map is annotated by the
corresponding transformation. We will refer to this new representation as layered, to
indicate that the global map is composed of a collection of small, local maps.

Layered maps can be learned with EM. However, our algorithm has to be modified
appropriately to account for the fact that maps are now layered. EM with layered
maps is graphically illustrated in Figure ??: Instead of moving back and forth between
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pose estimates and a flat map as was the case in EM_mapping(), the new algorithm
layered_EM_mapping() first generated a set of local maps, and uses EM to estimate
their location and orientation within the global coordinate frame. As we will see,
the advantage of the layered approach is that within the local maps, dependencies
between different (x,y) locations can be treated correctly. After the termination of
EM, the local maps are fused into a single, global map. This approach inherits its
name from the fact that two different map representations are used, a flat global map
and a collection of local maps.

13.6.2 Local Maps

Local maps are occupancy grid maps acquired over a motion segment of bounded
length. Purely to facilitate the notation, let us temporarily assume that the local map
is generated from a single sensor measurement o), This allows us to write

m® (13.90)

for the local map generated from the sensor measurement o). The reader may notice
that further below, after posing the main algorithm, we will integrate longer data se-
quences into a local map, which will reduce the computation and lead to more distinct
local maps. However, for now we will assume a one-to-one correspondence between
time steps ¢ and local maps.

Each local map carries its own, local coordinate system. To map local map coordi-
nates back into the global coordinate frame(and thereby establishing correspondence
between the coordinate frames of different local maps), we have to annotate them by
a coordinate transformation. Let us write

o) (13.91)

for the coordinate transformation of the local map m (). Just like robot poses, map
poses are specified by three coordinates, o = (x, y, ). Occasionally, we will refer to
o®) as the pose of the ¢-th local map (poses of maps are essentially the same as robot
poses).
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In the vein of this book, our approach memorizes a belief distribution over o(*) with
each map. This distribution will be denoted

Bel(o") (13.92)

and is similar to the pose belief Bel(s®")

As we will see below, by representing maps in two layers we eliminate the prob-
lems arising from using a single, monolithic map. This is because local maps are not
convolved with their pose distribution; instead, the pose distribution is represented
explicitly.

13.6.3 The Perceptual Model For Layered
Maps
Our layered map representation requires a new definition of the perceptual model

P(o | m,s). Our approach assumes that given a percept o taken at location s, any
two local maps are conditionally independent:

Pm® m®) |o,s) = Pm® |o,s) P(m™) |o,s) (13.93)

for all ¢ # ¢'. This assumption would be correct of none of the local maps ever
overlapped. In regions of overlap it is incorrect, and might in turn lead to overly
confident maps. Nevertheless, this assumption is essential to keep the computation
manageable, and in practice it seems to work well.

The independence assumption allows us to extend our perceptual model to layered
maps. Let us first apply Bayes rule to the familiar perceptual model:

P(o| s,m)

(13.94)

Notice that neither o nor m depend on s, hence

Plo|s,m) = W (13.95)
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Under the assumption that—in the absence of any other information—all observations
and all maps are equally likely, P(o) and P(m) can both be subsumed into a constant
factor, called #:

P(o|s,m) = nP(m|o,s) (13.96)

Observing that m = {(m(®, ..., m(™)}, and by virtue of our independence assump-
tion (13.93), we obtain the nice product form:

Pim|o,s) = nPm®, ... .m™ o, s) (13.97)
T

= [[Pm® o5 (13.98)
t=1

We will now expand using Total Probability and factoring out a collection of indepen-
dences:

T

T
HP(m(t) lo,s) = n H/P(m(t) | 0,5,6M) P(c®) | 0,5) do® (13.99)
t=1 t=1

T
n H/P(m(t) | 0,5,6M) P(c®) do™®  (13.100)
t=1

Bayes rule applied to the first term leads to

P(o|s,m®, c®) P(m® | s,oY)

Pm' | o,;5,01) = Plo]5,00)

(13.101)

where, by the same logic as above, P(m® | s,6(®) and P(o | s,0(")) can be sub-
sumed into a (different) constant, which gives us:

T
P(o|s,m) = m [] / Po|s,m®,c®) P(c®) do® (13.102)
t=1

Here 7, is again a normalizer, but it is different from the » above. For convenience,
we will replace the terms P(o®)) by the beliefs Bel(o(*)) obtained while learning the
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map, which leads to:
T
Po]s,m) = m H/P(o | s,m®, o) Bel(c®) do'® (13.103)
t=1

The term P(o | s,m", c®) is computed using our familiar perceptual model, dis-
cussed in Chapter ??:

P(o]s,m® ¢c®) = Plo]a®, m®) (13.104)

where () = (z(®), 51 1)) is given by the appropriate coordinate transformation:

z® = zcosh+ysind —z® (13.105)
7P = ycosf — zsinh — z(® (13.106)
60 = -0 (13.107)

Here we assumed that s = (2,5, 60) and ¢ = (z(®) 41 g1},

Putting everything together, we obtain the perceptual model for layered maps:
T
P(o|s,m) = m H/P(o | m®,5®) Bel(c®) do® (13.108)
t=1

The perceptual model (13.108) has some interesting properties. The probability of a
sensor measurement o is computed by “localizing” it in each of the local maps (con-
volved by their pose beliefs), and them multiplying the results for all local maps.
Thus, the sensor model is essentially the product of the familiar model defined over
flat, monolithic maps. In practice, maps which cannot overlap with the robot’s posi-
tion can be safely eliminated, thereby speeding up the computation while not affecting
the final result.

13.6.4 EM with Layered Maps

The E-Step
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With the appropriate perceptual model in place, the E-step is analogous to the flat
mapping case. We recall from (13.32) and (13.48) that Bel;;(c*)) can be factorized
conveniently (j is the iteration index) into

Bel[j](o(t)) = 7 P(U(t) |m[j,1],d(0'”t)) P(a(t) |m[j,l],d(t“'T))(l&lOQ)

(t) (t)
A1) B

forallt =1,...,T. Using our new perceptual model, which requires us to substitute
P(o | s,m) by [1}_o P(o | s,m"),5)) Bely;_1;(c®)) in the original equations

for computing the the distributions of a&) and ﬂ[(;]), (13.60) and (13.61), we obtain:

@ - {3z
ag]) = ﬁp(o(t) |S(t),m(t),é(t/))Bel[j_l](s(t))
t'=1
/P(s(t) a1, st a7 ds) (13.111)
and
ﬁ[(]? = uniform (13.112)
g = / P(s®) | o®), 51+ [ﬁ
t'=1

P(ot) | s+ () 5 Bel(s(t))(s(t))} B[(;]H) ds\"(13.113)

forallt=1,...,T.
The M-Step with Deterministic Annealing

The M-step calculates the most likely poses of the local maps. In the most generic
setting, the M-step calculates

s® = argmaxBel[j](s(t)) (13.114)

s(t)
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= argmax at™) ﬁ(t(t)) (13.115)
s(t)

forallt =1,...,T. Such an approach would be the natural extension of plain EM to
layered maps.

Unfortunately, this approach is problematic in practice. EM is a hill climbing method,
which only converges to local maxima. If the odometric error is large, the initial map
will be erroneous, and subsequent iterations of EM might not be able to recover.

The danger of getting stuck in a local maximum can be reduced significantly by a
modified M-step. Instead of keeping track of the most likely pose of each map, our
approach generates a distribution over poses that slowly converges to the most likely
one. Thus, our approach generates a “soft” version of the maximum likelihood esti-
mate. Over time, it gradually reduces the softness, until it finally generates the maxi-
mum likelihood pose. This approach is known as deterministic annealing.

In detail, the M-step generates a distribution over poses, denoted 1:

1
Bel[j](s(t)) = 7 (a(t(t))ﬁ(tm))o (13.116)

Here 7 is a (different) normalizer that ensures that the probabilities integrate to 1. The
parameter o is a control parameter in (0, 1] which, in analogy to the rich literature
on annealing, will be referred to as temperature. When o = 1, the full distribution
over all poses is retained. When o = 0, our approach is equivalent to the maximum
likelihood assignment (13.115).

The temperature o is slowly driven to zero—a process often referred to as cooling. In
our approach, o is initialized with 1 and annealed towards zero using an exponential
cooling schedule. The effect annealing is to avoid early commitment to a single map.
Instead, one can think of our approach as moving from density estimation (over the
pose parameters in the map) to maximum likelihood estimation. The reader should
notice that our approach is not the first to employ annealing to avoid local maxima in
EM [14, 34].

Post-Processing
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To come up with a single global map of the environment, the local maps m® are
integrated based on their final maximum likelihood poses

argmax Bel(s(t)) = argmax o) ﬂ(t(t)) (13.117)

s() s(t)

The local maps, along with their poses, are fed into the algorithm occupancy _grid()
which then produces a single, global map.

13.6.5 The Layered EM Mapping Algorithm

Figure 13.2 shows the resulting algorithm, called layered_EM _mapping().

Make Figure: Show ICML figures

13.6.6 Examples

More specifically, the data is separated into a stream of sub-datasets denoted

d = |Jd" (13.118)

during each of which the robot does not advance more than a pre-specified distance
(e.g., 5 meters). The superscript is not to be confused with the superscript () or the
subscript [;; in EM.

Let us denote the local maps
mld (13.119)

They are built under the assumption that the odometry error in each data segment dl*
is small enough to be neglected; thus, in practice one has to adjust the size of each d[’!
in accordance to the quality of the robot’s odometry.
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Algorithm layered_EM _mapping(d):

initialize m by uniform-map
c=1.0
fort =0toT do
m® = occupancy_grid(o®)
Bel(s®) = uniform()

repeat until satisfi ed

a®) = Dirac({0,0,0))
fort =1toT do

al®) =g [Hfzo P(o® | s®, m®) ()} Bel(st))

'fP(S(t) | a(t_l),s(t_l)) a(t_l) ds(t)

BT = uniform()
fort =T — 1 downto0 do

ﬂ(t) = an(s(t) | a(t), s(t+1)) [HZ::O

Po(HD) | 51 (t) 5t Bel(s(t/))} B+ gg(t+1)

fort =1toT do

Bel(s®) =7 (a(t) g(t))?

o= .90

m = {m© argmax, Bel(s?),mM) ... m(") argmax, Bel(s(™)}
m = occupancy_grid({m(®, argmax ) Bel(s®),mM) ...

mT) argmax r, Bel(s(T)})
returnm

Table 13.2 The layered EM map learning algorithm.

13.7 SUMMARY

The EM algorithm builds maps by maximizing likelihood. It has been shown
to build large-scale metric maps, thereby resolve ambiguities and exploiting all
information in the data.
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13.8 BIBLIOGRAPHICAL REMARKS

The problem of map acquisition has attracted a lot of attention in the last decade.
The literature commonly distinguishes two types of maps, robot-centered and world-
centered maps.

= Robot-centered maps memorize the sensor measurements a robot is expected
receive at each location (or pose). In the general case, such maps are three-
dimensional, parameterized by the robot’s three-dimensional pose. In certain
cases, however, two dimensions are sufficient. Example include robots whose
sensor measurements are rotationally invariant (e.g., a “general brightness” sen-
sor), or robots for which a sensor measurement taken with a specific heading
direction @ is sufficient to compute sensor measurements under arbitrary heading
directions € (e.g., omni-cams, which cover a 360 degree field of view).

= In contrast, world-centered maps memorize the location of surrounding objects
in world coordinates. For robots equipped with sensors that operate in a two-
dimensional plane, such as most robots equipped with range finders, it suffices
to memorize two-dimensional maps. Other sensors, such as cameras, typically
require three-dimensional maps.

The advantage of robot-centered maps lies in the fact that they are almost universally
applicable, no matter what sensors being used. Unlike world-centered maps, robot-
centered maps do not require that correspondence is established between sensor input
and the location of objects in the outside world. However, this advantage comes at
a price. World-centered maps can usually be constructed from much less data than
robot-centered maps. Why? Knowledge of the relative location of objects makes it
possible to deduce how the world looks from nearby places. For example, picture
a robot with a laser range finder located in a convex room, such that all walls are
within the limits of the sensor’s perceptual range. A single scan can be sufficient to
determine the location of all walls; and geometry can be applied to predict sensor scans
from other viewpoints. This advantage is not shared by robot-centered maps, since the
transformation from one sensor view to another is, in the absence of geometry, far
from trivial.

A second taxonomy, frequently discussed in the literature, distinguishes topological
and metric approaches.
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= Topological algorithms represent maps as graphs, where edges correspond to
places, and arcs to paths between them. For example, places might be locations
with specific distinguishing features, such as intersections and T-junctions in of-
fice building, and arcs may correspond to specific behaviors or motion commands
that enable the robot to move from one location to another, such as wall follow-
ing. Recently, it has become popular to augment topological maps with metric
information (relative distance, angle) to facilitate to disambiguation of similarly
looking places.

= Metric approaches embed maps into the plane. Locations in metric maps are
memorized along with their global coordinates, typically expressed by x-y coor-
dinates and, in certain case, orientations . At first glance, it appears that metric
maps are more difficult to construct, since they have to be globally consistent. In
practice, however, metric information has been found to be seminal for the dis-
ambiguation of alike-looking places, and the metric paradigm has clearly led to
larger and more consistent maps.

Coincidentally, there is a strong correspondence in the literature between both tax-
onomies. Most topological approaches rely on robot-centered maps, and most metric
approaches build world-centered maps.



14

FAST INCREMENTAL MAPPING
ALGORITHMS

14.1 MOTIVATION

In the previous two chapters, two principled solutions to the concurrent mapping and
localization were presented. Both solutions are statistically sound. They both incor-
porate uncertainty in robot poses and maps. However, both suffered important de-
ficiencies. The Kalman filter approach cannot cope with ambiguities in perception,
that is, it requires that the data association problem is solved. It is also limited to a
relatively small number of features. Both limitations preclude its application to build-
ing high-resolution structural maps. The EM approach, on the other hand, provides
a sound solution to the data association problem. However, it does not work in real-
time, and all data has to be memorized. This is an important limitation. It precludes,
for example, using this algorithm for real-time exploration and mapping of unknown
environments.

This chapter discusses a family of algorithms that can generate maps in near real-
time, while simultaneously coping with the data association problem. The core of
the method is non-probabilistic. Instead of representing the uncertainty in map esti-
mates, it only calculates a single map, which is obtained as the maximum likelihood
solution to the incremental mapping problem. Clearly, the lack of a representation of
uncertainty in the estimates causes problems. In particular, the core algorithm is in-
capable of mapping cyclic environments. Cycles are generally difficult to map, since
the robot has to reconnect to a previously mapped area from a different direction. To
overcome these problems, we augment the algorithm with a probabilistic estimator,
a posterior estimator over robot poses. This estimator models the error of the maxi-
mum likelihood method in pose space. It makes it possible to handle problems with
large cycles, while simultaneously generating maps in near real-time. The algorithms
presented here have practical significance. For specific type of sensors, such as laser

393
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range finders, these algorithm have been shown to produce maps of relatively large
environments in real-time. They are also relatively easy to implement, and therefore
have been popular in mobile robotics.

Towards the end of this chapter, we will discuss extensions to two important mapping
problems that are mostly unexplored in robotics: The multi-robot mapping problem,
in which a team of robots collaboratively acquire a map, and the 3D mapping problem,
in which a robot seeks to generate a full three-dimensional map of its environment. As
we will see, algorithms for multi-robot mapping and 3D mapping can be implemented
with little effort on top of the algorithms discussed in this chaptr.

The chapter is organized as follows.

m  Section 14.2 defines the incremental mapping problem and derives the basic algo-
rithm for buiding maps incrementally using the maximum likelihood estimator.

m  Section 14.3 discusses gradient descent strategies fo hill climbing in log likeli-
hood space, with the goal of finding maximum likelihood maps in continuous
search spaces. It provides concrete gradient descent algorithms for some of the
perceptual models and motion models discussed in this book.

m  Section 14.4 introduces the idea of simultaneously estimating a posterior over
robot poses, and shows how to accommodate large residual errors when closing a
cycle. It presents the main algorithm in this chapter, which combines incremental
maximum likelihood estimation with a MCL-style posterior estimator.

m  Section 14.5 discusses extensions of the basic algorithm to the collaborative
multi-robot problem. The resulting algorithm is capable of fusing data from mul-
tiple robot platform whose initial pose relative to each other is unknown. How-
ever, they assume that there is a designated team leader; and other robots start off
in the map built by the team leader.

= Finally, Section 14.6 presents an extension of the basic algorithm that enables
a robot to build a three-dimensional map of the environment. These 3D maps
combine structural and texture information, and lead to models similar to the
ones used in video games. They are acquired using a robot equipped with two
laser range finders and a panoramic camera.
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14.2 INCREMENTAL LIKELIHOOD
MAXIMIZATION

The rationale behind both algorithms is that of likelihood maximization. Instead of
computing a posterior over maps—which is the central objective in the next chapter—
the algorithms described here seek to compute the most likely map only, along with
the most likely robot poses. This is formally denoted by:

argmax P(m, s©O . sW | d) (14.1)

m,s(0) .. st

Unfortunately, as we will see in the following two chapters, computing this expres-
sion is highly intractable. Thus, the approaches described in this chapter implement
incremental maximum likelihood estimators. They compute a sequence of poses and
maps

{m(o), 3(0)}, {m(l)7 5(1)}, {m(Q), 3(2)}, ol (14.2)

each by appending the most recent sensor measurement to the growing map. Notice
that these estimates are not probabilistic! Instead of calculating a distribution over
maps and poses, here we are only concerned with generating a single map, and a
single pose. This restriction, which greatly reduces the computational burden when
compared to a fully probabilistic approach, is the main source of brittleness of incre-
mental maximum likelihood mapping. Further below, we will add a probabilistic pose
estimator that will enable us to recover from certain estimation errors.

The first question we have to ask is: How can a robot find such an incremental se-
quence of maps and poses? Let us begin by restating the basic Bayes filter, which is
at the heart of so many algorithms described in this book:

Bel(s®)) = P(sY|d) (14.3)
n P(o® | s, m) /P(s(t) | o=V =1 ) Bel(stV) dst—D

In incremental concurrent mapping and localization, we seek to compute the belief
over maps as well as the belief over poses. Thus, we have to compute the belief over
maps and poses. Additionally, it is convenient to index the maps by time, since in the
incremental approach we will generate a whole sequence of maps. Hence the Bayes
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filter for concurrent mapping and localization looks as follows:

Bel(s® m®) = P(s® m® |d)
— 5 P | 5O m®) //P(S(t)7m(t) | (=D, 5(t=1) p(t=1))
Bel(s®* 1m0y gst=1 gm =D (14.4)

This important equation extends Bayes filters to estimating maps. Unfortunately,
Bayes filtering is inapplicable in practice. While Bayes filters can be calculated for
localization alone with relative ease, this is not the case any longer in the concurrent
mapping and localization problem. The reason for this is simple: tractability. While
a robot pose is a three-dimensional quantity, a map is often described by many thou-
sands of values.

Maximum likelihood estimation is a simpler problem than the full posterior compu-
tation. In maximum likelihood estimation, we seek to compute the maximum of the
posterior probability:

(sO* m®*) = argmax Bel(s®), m®) (14.5)

58 m®)

Clearly, the maximum likelihood estimate carry a notion of its own uncertainty; how-
ever, as we will see in this and future chapters, computing the map that maximizes
likelihood is a challenging problem. While the maximum likelihood estimator is gen-
erally easier to compute than the full posterior—after all, this is ’just’ the mode of the
posterior—even this problem is highly intractable. Incremental maximum likelihood
estimators decompose the maximum likelihood estimation problem into a sequence
of local, tractable problems. More specifically, they assume at each point in time ¢,
one is readily a map and a pose estimate from the previous time step, that is, which
incorporate all data up to time ¢ — 1. They then calculate the maximum likelihood map
and pose at time ¢, an operation that can be performed efficiently.

Let us describe this a bit more formally. The incremental maximum likelihood esti-
mator maximizes the following conditional belief:

Bel(s®, m® st =y = p(s® m® | g st mpt-1) (14.6)

which is the probability of the map and pose at time ¢ given the data and the map and
pose one time step earlier. The Markov assumption renders data gathered before time
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t — 1 conditionally independent of the map and pose at time ¢ given the map and pose
at time ¢ — 1. Hence, we can write

Bel(s® mW|st Dm0y = p(s® m® | o® oD =1 p{ady)

that is, only the data gathered between time ¢ — 1 and ¢ have to be considered. Notice
the resulting incremental estimator, which is being maximized here, is much simpler
than the one in (14.4) above:

Bel(s®, m®|st=1D mp-1)
= nPW | s m®) P(s® m® | ot =D =) (14.8)

Why is this simpler? In comparison with (14.4), one does not have to integrate over
maps and poses any longer. In fact, the incremental posterior probability (14.8) can
be computed in closed form, making it extremely convenient for on-line estimation.
However, the question remains as to how incremental maximum likelihood approaches
obtain pose estimates and maps at each point in time, and why it suffices to keep track
of a single pose and map only, instead of a distribution over poses and maps.

The first question is easily answered. Incremental maximum likelihood algorithms
compute the map and pose pose at each time ¢ by maximizing (14.8):

m®) = argmax Bel(s®, m®|st=1) m 1) (14.9)

5 m ()

Even this calculation can be difficult, since the robot operates in a continuum and
hence the space of all maps and poses cannot be searched efficiently. However, as we
will see below, efficient hill climbing methods exist that, given a good starting point,
tend to converge to a global optimum quickly. The resulting algorithm has the nice
property that it can be applied in real time.

The second question is more difficult to answer. By retaining only the most likely map
and pose at each point in time, the algorithms described in this chapter are brittle. In
certain environments, the likelihood function decomposes nicely and the brittleness
can be tolerated, In others, such as environments with large cyclic corridors, the de-
composition is invalid and the resulting maps are not only incorrect, but as a whole
score poorly in their overall likelihood—despite the fact that the stepwise likelihood
has been maximized. We will explicitly discuss such cases below, and offer a fix by
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1: Algorithm incremental_ML _mapping(o, a, s, m):

: set s’ = argmax; P(3a, s)
3: repeat until satisfi ed
s’ —— s+ KV [log P(o|s’,m) + log P(s'|a, s)]

5: m’ «—— m with(s', o)

return (m', s")

Table14.1 The basic incremental maximum likelihood algorithm for concurrent mapping
and localization. It accepts as input a map and a robot pose, along with an action idem and
a sensor easurement. It outputs an updated map and pose estimate. Notice that none of the
representations are probabilistics, making this algorithm brittle in practice.

including a posterior estimator for the robot’s pose, along with an algorithm that per-
forms occasional adjustments. Unfortunately, additional brittleness is introduced by
the hill-climbing nature of the maximum likelihood estimator. If the estimator gets
stuck in a local minimum, the algorithms described here cannot recover. In practice,
this severely limits the types and sizes of environments that can be mapped with the
incremental maximum likelihood approach. Nevertheless, for accurate sensors rela-
tively large and accurate maps can be built in real-time, giving this algorithm some
practical importance.

14.3 MAXIMUM LIKELIHOOD AS
GRADIENT DESCENT

14.3.1 Search in Pose Space

We will now consider the question as to how to maximize the incremental likelihood
function (14.9). This incvolves search in the space of all poses and all maps at time ¢.

However, is we employ a fixed routine for map building (e.g., occupancy grid map-
ping), it suffices to search the space of all poses. This reduces the computation sig-
nificantly, as the space of poses if three-dimensional, where the space of all maps is
huge. To see, let us consider the sigutation where the robot pose is known. Following
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our assumptions, the ¢-th map m(?) is generated from the previous map m—1) by a
fixed, deterministic routing (e.g., occupancy grid mapping). Thus, the only parameter
that remains to be optimized is the pose:

s® = argmax Bel(E(t), m® (E(t), oW, m(tfl))|5(t71), m(tfl)) (14.10)

5(t)

Here m®) (5(Y), o) m(t=1)) denotes the map that is obtained by incrementally in-
corporating the observation o(*) to the map m(*—1) at the alleged pose 5. A little
thought should convince the reader that one can safely replace this map by the most
recent sensor measurement o) only (since the pose is known), giving us

s® = argmax Bel(s®, 0™ |s(=D m 1) (14.12)

5(t)

which, according to the definition of the incremental belief (14.8) can be spelled out
as follows:

s® = argmax P(o® | 50, mt=D) P(s®) | gD =1 pt=1)
5(t)

(14.12)
or in log-likelihood form:

s = argmaxlog P(o) | 59, mt=) 4 1og P51 | ot~ st=D =)

5(t)

(14.13)

To summarize, we have exploited the fact that growing the map is done by a fixed
routine, which saves us the effort of searching the space of all possible maps. The
resulting maximum likelihood expression only searches in the space of all poses.

The resulting expression (14.13) is now simple enough to be searched directly. In
particular, we need to search the space of all poses at time ¢ to find the pose that
maximizes the incremental posterior. A common strategy for searching continuous
spaces is gradient descent in log likelihood space. Luckily, all of the probabilities in
(14.13) are differentiable. The gradient of the log of the probability on the right-hand
side of (14.13) with respect to the desired pose is commonly written as

V.o log P(o® |50, m=D) 4 1log P(51) | o= =0 =1y (14.14)
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Since gradients are additive, we can decouple the gradient of the perceptual probability
from that of the motion model:

V. log P(o(t) | HON m(t_l)) + V. @ log P(E(t) | a1, S(t_l),m(t_1{).4.15)

Gradient descent incrementally changes the estimate () in the direction of the gradi-
ent. That is, we apply the following search algorithm

s — s 4k [VS@) log P(o® | 5 m(—1)4

V.& log P(E(t) | a(t_l),s(t_l),m(t_l)) (14.16)

Here x > 0 is astep size close to zero that is required for gradient descent. The starting
point for gradient descent is obtained by simply applying the most recent action item
(odometry reading) to the pose:

s® = argmax P(s® | o(t=1 s(71) (14.17)

)
5(t)

which can be computed using the kinematic motion models discussed in Chapter 5
with noise parameters set to zero. Gradient descent then applies the update rule (14.16)
repeatedly, until a convergence criterion is met.

14.3.2 Gradient Calculation

What remains to be discussed are the technical details of calculating the desired gradi-
ents (14.16). Before we give details for specific perceptual models and motion models,
it is important to emphasize that the calculation of gradients of differentiable functions
is a purely mechanical exercise, though sometimes tedious. Gradients of log likeli-
hood functions often look complex; however, they are obtained by differentiating any
of the motion models or perceptual models discussed in this book, using the well-
known rules for differentiation. The models discussed in this book are all piecewise
differentiable, hence gradients can be calculated for all of them.

Table 14.2 shows an algorithm for calculating the first derivative of the log-perceptual
model

V.o log P(o® | 50 mt—1) (14.18)
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1 Algorithm first_derivative_log_range_finder_model2(o, s, m):
2 de =dy=df =0
3 for dl o, € o do
4 if 0k, < Omax — Osmall
5: Zo, = T + T cos — Y, sin 6 + oy, cos(0 + 0y,)
6: Yo =Y + Y cosb + xy sin 0 + o, sin(6 + ;)
7 O0er — iy sin — yg cos§ — o sin(6 + 6y
8 83;’“ = —yg sin @ + x, cos 6 + oy, cos(f + 6y,)
9: (z,y) = argmin,, ,, {(zo, —2')* + (Yo, — ') | (2, ¥/') occupied}
10: dist> = (2o, — T)° + (Yo, — U)?
11: adist® _ 9(z,, — )
)z ”
12 2L 9y, — )
ist2 _\ 0z, _\ OYoy

13 242 — 2 (w0, — 8) %55 + (Wou — 1) 755"]

. o 1
14: a = Znit NN

. _ _ 1dist?
15: b= —5%
16: ¢ = 1oz

Omax

. 9b _ 1 ddist?
17: % ok
18: db _ 1  ddist?

' dy — 20, Oy
19 @ _ 1 ddist?

: 90 — T 207, 90
20: log ¢ = log(ae’ + ¢)

. a1l _ b b
2L gfq - c-?—(ezeh oz
22: dlogq _ ae’ 9ob

' dy ct+aeb Oy
23: dlogq — ac’ ob

. 060 c+aeb 90

. a1
24: dr+ = 01‘?(}2:

. O,
26: do+ = 54
27: return (dx, dy, df)

Table 14.2  Algorithm for computing the first derivative of the log probability computed
by the range finder model in Table 6.3 on page 143.
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Algorithm first_derivative_log_motion_model_odometry(s’, a, s):

6rot1 = atan2(gl -, T — ',E) — é

5trans :7\/(3777_ j/)Q + (g - g/)s
5rot2 =0 —6- 5rot1

Orot1 = atan2(y’ —y, 2’ —x) — 0
étrans = \/(JZ - 32/)2 + (y - y/)2
5rot2 =0 —-6- 5rot1

o1 —9299- asrotl —9299
o [ 277

O8irans _ xux . aémm _ Y-y
ox’ oy’

S ’
Otrans " trans

argyy = Orot1 — 5rot1i args = a15rot1 + a20trans
argoy = 5trans - 5tranbr argoo = O43 6tranb + O44(6r0t1 + 5rot2)
arg31 - 5rot2 - 6rot2: arg32 - a15r0t2 + 0526trans

dargyy _ _ 88oe1 - Oargyy _ _ Odyo - Dargyy _
ox’ oz’ ' 0Oy’ oy’ ' 00’
Oargy, _ 86r0t1 35tmm Oargyy __ 85r0t1 35nam Oargyy __
o = a1 Zget + g P Tay s = + a2 S o2 =0
dargs; _ Oirans - 081821 Oirans - 0arge; 0
ox’ ox’ ' 9y oy’ ' 00 T
Oar 96 96 . Oar a6 S 6. dar
azg/22 — ag trans + a rotl ) 8522 — a3 5;;;th + [e% 81:;/“ ; 6eg,22 — a4
darg . Barg . Oarg
oo~ = 0; oy = 0, =gt = —1
dargs, Odtrans - 0argss Odtrans - 0argss
61’32 = Q2 E;;/ 2 ay/32 = Q2 atya/ o 69/32 = oq
fori=1to3

p; = prob(arg,;,arg,,)
dp; __ Oprob(arg,;,arg;,) 3“&1 + oprob(arg,;,arg;,) aarglz
oz’

ox’ darg darg

Opi — Bprob(arg“,argﬂ) aargql + aprOb(argqlaarg12) Oarg;y
oy’ Odarg;, darg,o oy’
Opi _ Bprob(argll,argﬂ) 6arg11 + 6prob(arg11,arg12) Oarg;y
00’ darg,, 00’ darg, o 00’

p= Z?:l log p;
apzz3 18pi.8p223 18121'.817_23 1 9pi

9z’ i=1p; 0z’ ' Oy’ i=1p; oy’ 907 — Zui=1 p; B¢
dp Op Op
return (55, 557, 557)

Table 14.3 Algorithm for computing the first derivative of the logarithm of the motion
model log P (s’ | a, s) based on odometry information (see Table 5.5 on page 108).
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1 Algorithm first_derivative_prob_normal_distribution(d, b):
2

2: prob = \/éﬁ e 3%

3 a%rjb = —prob¥

4: 8%rl?b = <% — 7T(27Tb)_%) prob

5: return (22190 brob)

Table 14.4  Algorithm for computing the first derivative of the zero-centered normal dis-
tribution with variance b (see Table 5.2 on page 97).

for the perceptual model discussed in Chapter ?? (see Table 6.3 on page 143). The
calculation of the gradient is fairly straightforward, and we arranged the algorithm in
Table 14.2 in a way that should make it easy to understand the mechanics of calculating
the desired derivative. Similarly, Table 14.3 depicts an algorithm for calculating the
first derivative of the logarithm of the odometry-based motion model,

Vao log P(30 | a1 st=1) (14.19)

which was originally discussed in Chapter ?? (see Table 14.3 on page 402). This al-
gorithm requires the first derivative of the zero-centered noise model prob(), which
is provided in Table 14.4 (zero-mean normal distribution). While this model is not
exactly the one required in (14.16)—it does not take the model m into account—it is
close (the extension is trivial). It demonstrates one more the mechanics of calculat-
ing a derivative of a complex function using the chain rule of differentiation. When
implementing fast gradient descent, we strongly recommend to calculate the gradients
by hand, instead of blindly copying the algorithms listed here.

14.3.3 Suggestions for the Implementation

Our algorithm for scan alignment is asymmetric. It only relies on measurements in o
that fall into the free-space of the map m. What it not uses is the converse: if the map
shows an occupied region in an area that, according to the scan s, should be free—
this “mismatch” is not used for adjustment. Clearly, this is a deficiency of the basic
perceptual model. If possible, we recommend to implement a symmetric version of
the model, which penalizes both: measurements in s that fall into m’s free-space, and
regions in m that fall into s’s free-space. The resulting perceptual model is slightly
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more complex. Calculating the gradient with respect to the pose s’ is analogous to the
algorithm given here.

Additionally, the gradient calculation can be sped up significantly by caching specific
information. If implemented as described above, we found that only approximately
ten gradient calculations could be carried out per second, using 500Mhz Pentium II
Computers running Linux. By far most of the time is consumed calculating the per-
ceptual model and its first derivative, which spend most of the time with a single
operation: The search for the nearest occupied location, which is performed in line
9 in the gradient algorithm shown in Table 14.2 (and also line 9 in the algorithm
range_finder_model2 shown in Table 6.3 on page 143). This search is expensive;
furthermore, when changing the estimated pose s(*), the search has to be repeated.

Alternatively, one can first calculate the location of the nearest occupied location for
a fine-grained grid, overlayed the z-y-space. Calculating this grid takes some start-up
time, however, with it the search reduces to a table-lookup operation. The result of
the search is then only approximate, as not all locations within a grid cell necessarily
map to the same nearest neighbor. Using this technique with grid resolutions between
10 and 20 cm, we found that the resulting gradients were still well-suited for hill-
climbing in likelihood space. Moreover, we found that the calculation of the gradient
could be sped up by two orders of magnitude, making it possible to perform hundreds
of iterations per second.

14.3.4 Examples

Figure 14.1 shows two example sequences (arranged vertically) of applying gradi-
ent descent for scan alignment. In both examples, the likelihood is maximized using
the function first_derivative_log_range_finder_model2 in Table 14.2. Both examples
were recorded by a moving robot. We manually perturbed the second scan relative to
the first by 10 cm along each axis, and 30 degrees rotational error.

Despite this large error, the routine reliably converges to the “right” alignment in ap-
proximately 100 iterations. Shown in Figure 14.1 are the initial alignments, and the
alignments after 10, 50, and 100 iterations of gradient descent. These examples sug-
gest that the likelihood function possesses few, if any, local minima in the proximity
of the global optimum. In practice, we found that for scans recorded in sequence (e.g.,
with 3 Hertz), the gradient descent search routine practically always converges to the
right maximum and aligns the scans with high accuracy.
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Figure14.1 To examples of gradient descent for aligning scans (arranged vertically). In
both cases, the initial translational error is 10 cm along each axis, and the rotational error
is 30 degrees. The gradient descent algorithm safely recovers the maximum likelihood
alignment.
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mismatch—— |

Figure14.2 A typical map obtained using the most simple incremental maximum likeli-
hood approach. While the map is locally consistent, the approach fails to close the cycle
and leads to inconsistent maps. This elucidates the limitations of stepwise likelihood maxi-
mization, and illustrates the difficulty of mapping cyclic environments.

14.3.5 Limitations

The basic limitation of stepwise likelihood maximization is that it can fail to generate
globally optimal solutions. The problem is typically not observed when mapping a
single hallway, or a simple non-cyclic environments—since here local consistency be-
tween adjacent measurements suffices to build a globally consistent map. However, in
cyclic environments the robot has to establish correspondence to previously gathered
data with potentially unbounded odometric error, and has to revise pose estimates
backwards in time. Consequently, local consistency as achieved by the incremental
maximum likelihood method is insufficient to achieve global consistency.

Figure 14.2 illustrates this problem using an example. It shows a map, acquired in a
cyclic environment. The robot traversed a sequence of corridors, finally reaching its
initial location. While along the way the maps appear locally consistent, it neverthe-
less accrues some localization error. As the robot closes the cycle, the accumulated
localization error is too large to be accommodated locally, and the inability to cor-
rect maps backwards in time leads to a permanent mismatch shown in that figure. The
resulting map happens to be still good enough for navigation. It is not difficult to imag-
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ine, though, that larger cycles will lead to bigger mismatches that make it impossible
to navigate.

In summary, the incremental maximum likelihood approach suffers two main limita-
tions:

1. Itis unable to cope with large odometry error.

2. Itis unable to correct poses backwards in time.

Next we will describe an extension that addresses these two shortcomings, leading to
an algorithm that has been found to work reliably in environments with cycles.

14.4 INCREMENTAL MAPPING WITH
POSTERIOR ESTIMATION

To overcome the cycle mapping problem, it is necessary to revise past pose estimates
backwards in time. This has implications for the way data is memorized. If, for
example, we only maintained a single occupancy grid at each point in time, it would
be impossible to modify the grid in response to an inconsistency that was discovered
when closing a cycle. Thus, it is necessary to memorize past sensor measurements
along with their estimated pose, so that pose estimates can be corrected retrospectively.

14.4.1 Detecting Cycles

Next, we need a mechanism for detecting cycles. This is realized by introducing
a second estimator, which performs full posterior estimation over the robot’s poses,
concurrently to the map estimation. Posterior pose estimation is the same as localiza-
tion. Robot pose estimators were already discussed extensively in the chapters on state
estimation (Chapter 2) and localization (Chapter 7) . Let us briefly restate the basic
filter equation:

Bel(z®) = P(o(t)|x(t),m(t))/P(m(t)|a(t_1),x(t_1),m(t_1)) Bel(z=1) (14.20)

Where z(*) is the pose of the robot at time ¢. An algorithm for posterior estimation
over poses was given in Table 7.1 on page 163.
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When implementing the localization algorithm, one has to take into account that it is
run concurrently with an incremental map estimator, which already estimates robot
poses. At the very least, it must be consistent with the maximum likelihood estimator
in non-cyclic situations. Thus, the term P(z(®)]a(*=1) 2(t=1 ) is not a model of
robot motion. Instead, it is a model of the residual error induced by the maximum
likelihood estimator. To be consistent, the mode of P(z(®]a(*=1) 2(t=1) m),

argmax P(z®[a=D 2= m) (14.21)

z(t)

must equivalent to the result of the maximum likelihood pose estimator (14.13). The
uncertainty in the conditional reflects the posterior uncertainty of this estimate. As-
suming that the uncertainty it normally distributed with zero mean, its inverse covari-
ance matrix can be recovered from the second derivative of the log likelihood function
in (14.13) (notice that the second derivative of the log of a multivariate normal dis-
tribution is always the inverse of its covariance). Similarly, one can use any of the
motion models described in this book and “guess” the motion noise parameters by
trial-and-error. In either case, P(z(®[a*~1), 2(t=1) m) should be a much more fo-
cussed probability distribution than the original robot motion model, since it models
the uncertainty after correcting the pose based on a sensor measurement.

Similarly, the term P(o(")|z®) m(®)) is not the perceptual probability. If one were to
use the perceptual probability, the information from the most recent sensor scan would
be used twice—once in the maximum likelihood estimator and once in the posterior
estimate—and the robot could become falsely over-confident of its pose. Instead,
we suggest to evaluate P(o™®|z(®) m®) only with regards to sensor measurements
that create conflicts when closing a cycle. Such past measurements can easily be
identified, by keeping track of their time and their maximum likelihood location. As a
result, the posterior Bel(z*)) grows as the robot moves into unexplored terrain. When
reconnecting with a previously mapped area, its uncertainty will decrease as a result
of factoring in the perceptual probability P(o(®)|2®), m®)),

14.4.2 Correcting Poses Backwards in Time

For the purpose of mapping, the robot’s pose estimate is now replaced with the mode of
the posterior Bel(x(®). In other words, instead of using (14.13) as the pose estimate,
it is merely used to define the posterior P(z®[a*=1), (=1 m). When the robot
moves into unexplored terrain, argmax ., Bel(z®) will be identical to the estimate
of the maximum likelihood estimator. However, when closing a cycle, both estimates
may differ.
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1 Algorithm incremental_ML_mapping_for_cycles(o, a, s, m, Bel(s)):

: (m/, s’y = incremental ML _mapping(o, a, s, m)
3 Bel(s") = P(o, ") [ P(s|a, s) Bel(s) ds

s" = argmaxg Bel(s')

5: ifs" #£ s

: linearly distribute s” — s’ along cycle
7. refi ne past poses with agorithm incremental. ML mapping
8: return (m’,s"”, Bel(s'))

Table 14.5 Extension of the algorithm incremental ML _mapping for mapping cyclic
environments. The algorithm carries a posterior estimate over poses, along with the step-
wise maximum likelihood map. When a cycle is closed, the maximum likelihood estimate
s’ and the mode of the posterior s’ will differ, initiating the backwards adjustment of robot
poses.

To maintain consistent maps, these differences have to be propagated backwards in
time, along the cycle. This is again a nested maximum likelihood estimation problem.
However, care has to be applied with regards to computational efficiency. One way to
implement the backwards correction efficiently is the following two-phase algorithm:

1. The deviation between the stepwise maximum likelihood estimate and the mode
of the posterior is distributed linearly among all poses along the cycle. Calcu-
lating linear correction terms is extremely fast and places the robot poses some-
where close to their desired corrected estimates. However, the optimization prob-
lem is highly non-linear.

2. Subsequently, the incremental maximum likelihood estimator is applied back-
wards in time to maximize the probability of poses given their neighbors (in
time). This algorithm is very similar to the one above, hence will not be de-
scribed here in detail.

Table 14.5 sketches the resulting algorithm, which simultaneously maintains a maxi-
mum likelihood map and a full posterior estimate over poses. When a cycle is closed,
the maximum likelihood pose estimate and the mode of the posterior will deviate,
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which is detected in Step 5 of the algorithm. Steps 6 and 7 correspond to the mecha-
nism for refining poses backwards in time.

14.4.3 Illustrations

Figure 14.3 shows an example of applying this algorithm in practice, generated from
the same data that was used to generate the map shown in Figure 14.2. Here the poste-
rior estimate is implemented using Monte Carlo localization (MCL). In the beginning,
as the robot maps unknown terrain, the sample set spreads out, though it does not
spread quite as much as a raw robot motion model would suggest. This is shown in
Figure 14.3a, which shows the posterior samples along with the map obtained by the
incremental maximum likelihood estimates.

Figure 14.3b shows the situation just before closing the cycles. As before, the robot has
accrued significant pose estimation error in its maximum likelihood estimate. How-
ever, this error appears to be well captured in the posterior estimate of the pose, rep-
resented by the particle set. Figure 14.3c depicts the situation after closing the cycle.
The posterior estimate is now very focussed, since it incorporates perceptual measure-
ments relative to earlier parts of the map.

Despite its reliance on maximum likelihood estimates, the algorithm incremen-
tal_ML_mapping_for_cycles is very robust. Figure 14.4 shows the result of an ex-
treme experiment, where this algorithm was applied to the mapping problem in the
absence of any odometry (action) data. Consequently, the raw data is extremely dif-
ferent to interpret. Figure 14.4a shows the data set in the absence of odometry infor-
mation. Clearly, overlaying scans produces an image that is impossible to interpret for
the human eye. Our algorithm, applied to this data set, nevertheless produces a rea-
sonably accurate map, as shown in Figure 14.4b. The only modification to the basic
algorithm is the omission of the gradient V log P(s’|a, s), which is simply assumed
to be zero due to the lack of action items a. The error accrued during mapping is
approximately twice as large as with odometry information; however, as the cycle is
closed, the residual error along the loop shrinks significantly and the resulting map is
of the same quality as if odometry information were available. However, these results
have to be taken with a grain of salt. Our approach will clearly fail in long, featureless
corridors which lack the necessary structure for estimating poses from laser range data
alone. All these results demonstrate, thus, is the robustness of the basic routine.

All the maps above have been obtained in real time on a 300Mhz Pentium Il Laptop
PC, with a robot moving at approximately 60 cm/sec (see Figure 14.5). However, we
should notice that the current approach is unable to handle nested loops, and if the
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Figure14.3 Mapping cyclic environments using particle filters for posterior pose estima-
tion. The dots, centered around the robot, indicate the posterior belief which grows over
time (a and b). When the cycle is closed as in (c), the map is revised accordingly and the

posterior becomes small again.
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Figure14.4 Mapping without odometry. Left: Raw data, right: map, generated on-line in
real-time.

loop is very large, it may be impossible to correct the pose estimates along the cycle
in real time.

14.5 MULTI-ROBOT MAPPING

Estimating a full posterior over poses has a second advantage: It makes it possible to
localize a robot in the map built by another. This is an essential step towards multi-
robot robot mapping, which requires that robots determine their poses relative to each
other. If one robot is known to be started in the map built of another, this estimation is
equivalent to global localization, which can be carried out using MCL.

The basic algorithm for cooperative mobile robot mapping is very similar to incre-
mental_ML_mapping_for_cycles stated in Table 14.5, with two modifications: First,
the initial belief Bel(s(?)) for the second robot is initialized by a uniform distribution
over poses, instead of a point-mass distribution. Second, map measurements are only
integrated when the robot feels confident enough that it knows its pose relative to the
first. This is determined using the entropy of the posterior Bel(s*)): If the entropy
H{[Bel(s®)] falls below a certain threshold, localization is assumed to be completed
and the second robot integrates its sensor measurements into the map of the first one.

Figure 14.6 illustrates how a second robot localizes itself in the map built by another
robot (called there: the team leader). The robots used here are Pioneer robots equipped
with laser range finders, such as the ones shown in Figure 14.5. Figure 14.6a shows
the belief after incorporating one sensor scan, represented by particles scattered al-
most uniformly through the map built by the team leader. A few time steps later, all
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Figure14.5 RWI Pioneer robots used for multi-robot mapping. These robots are equipped
with a SICK laser range finder.

surviving particles are focused on the same pose. Now the robot knows with high
probability its pose relative to the other robot’s map.

We finally briefly outline an architecture for fusing maps from many robots, oper-
ating distributedly. If maps from many robots shall be integrated, one can build a
hierarchical architecture. At the bottom of the hierarchy, each robot builds its own
maps, estimating poses within its local coordinate frame. The corrected poses and
measurements are than communicated to a higher level program, which uses the iden-
tical mapping approach, to develop a single map by localizing each robot relative to
its coordinate frame. The integration then continues recursively up the hierarchy, un-
til the final module integrates the data of its submodules. The resulting map is then
communicated back (at high frequency) to all modules, including the robots, to aid the
process of localization.

Such an architecture has been implemented and led to the results shown in Figure 14.7.
This map was acquired in real-time using three robots, which locally corrected their
pose estimates. A higher level module collected these pre-corrected data, and used the
maximum likelihood estimator described above to build a single map for the robots.
This map has been constructed in real-time, while the robot were in motion. This
is necessary for robot that seek to systematically explore an unknown environment.
More detail will be given in Chapter ??, where we talk about probabilistic strategies
for robot exploration.
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(b)

team leade

Figure 14.6 A second robot localizes itself in the map of the first, then contributes to
building a single unified map. In (a), the initial uncertainty of the relative pose is expressed
by a uniform sample in the existing map. The robot on the left found its pose in (b), and
then maintains a sense of location in (c).

Figure14.7 (a) Team of 3 robots, which produced the map shown in (b) in real-time. Also
shown in (b) are the paths of the robots.

14.6 MAPPING IN 3D

Finally, we will be interested in developing full three-dimensional maps if building in-
teriors. Such maps offer three key advantages over the two-dimensional maps studied
throughout most of this book.

m  First, 3D maps are easier to acquire than 2D maps, at least from a perceptual point
of view. By looking at the full 3D structure of a building interior, the problem
of estimating correspondence is simpler. This is because places that might look
alike in 2D often do not in 3D, reducing the danger of confusing them with each
other.
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(b)

Figure 14.8 (a) Pioneer robot equipped with 2 laser range finders used for 3D mapping.
(b) Panoramic image acquired by the robot. Marked here is the region in the image that
corresponds to the vertical slice measured by the laser range finder.

= Second, 3D maps facilitate navigation. Many robot environments possess signif-
icant variation in occupancy in the vertical dimension. Modeling this can greatly
reduce the danger of colliding with an obstacle.

= Third, many robot tasks require three-dimensional information, such as many
tasks involving the localization and retrieval of objects or people.

= Finally, 3D maps carry much more information for a potential user of the maps.
If one builds a map only for the sake of robot navigation, then our argument does
not apply. However, if map are being acquired for use by a person (e.g., a rescue
worker entering a building after an earthquake), 3D information can be absolutely
critical.

Given these obvious advantages of 3D over 2D maps, it is surprising that the robotics
community has paid so little attention to mapping in 3D.

The estimation of 3D maps is a challenging computational problem, which is
amenable to many of the techniques described in this book. However, even with pow-
erful 2D mapping one can obtain reasonable 3D maps. In the remainder of this chapter,
we will briefly show results of a routine for acquiring 3D maps. At its center is a Pio-
neer robot equipped with two laser range finder and a panoramic camera. The robot is
shown in Figure 14.8a. One of the laser range finders is directed forward, emitting a
horizontal plateau of laser light. This laser range finder is used for concurrent mapping
and localization using the algorithm described in this chapter. The second is pointed
upwards, orthogonal to the robot’s motion direction. This this laser the robot can scan
the walls and the ceiling, gathering critical range information for building 3D maps.
Finally, the panoramic camera is mounted adjacent to the upward laser scanner, en-
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Figure14.9 Views of the 3D structural map, for the high-res model (left column) and the
reduced resolution model (right column).

abling to acquire color information that are easily matched to the corresponding range
measurements. Figure 14.8b shows an example of a panoramic image. The line in the
image corresponds to the range data acquired by the upwards-pointed laser.

Figure 14.9 shows images of a 3D structural map acquired in a multi-corridor indoor
environment, after traversing it once. Localization is provided by the algorithm in-
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Figure 14.10 Snapshots of 3D texture maps, acquired using the modified Pioneer robot.
These views are generated using a VRML viewer. Some of these views are similar to those
one would see when entering the building. Others show the building from perspectives that
are not available in the physical world.

cremental_ML _mapping_for_cycles. The vertical range measurements are then con-
verted into polygones without additional pose estimation. The resulting map can be
displayed in a VRML viewers, enabeling users to “fly through the building” virtually,
without actually entering it. It also enables users to assume viewpoints that would be
impossible in reality, such as the ones shown in Figure 14.9a and d.

A limitation of this map is its very large number of polygones, which increases lin-
early with robot operation. Simplifying polygonial maps has long been studied in the
computer graphics literature, which concerns itself (among other things) with methods
for fast rendering of complex polygonal maps. While the left column in Figure 14.9
shows views from the high-complexity map, the right column stems from a map which
possesses only 5% of the polygones of the left map. The reduction of the polygonal
map is achieved thorugh a routine adopted from the computer graphics literature [10].
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The reduced map can be rendered in real-time without much of a noticeable loss of
accuracy.

Finally, Figure 14.10 shows images obtained from a full 3D texture map. This map has
been obtained by projecting the color information gathered by the panoramic camera
onto the structural model. This map can equally be rendered in VRML. Again, the
texture information is not used for localization. Instead, the location estimates of the
structural components and the texture is directly obtained from the 2D map, exploit-
ing knowledge of the location of the upward pointed laser and the panoramic camera
relative to the robot’s local coordinate system.

14.7 SUMMARY

This section discussed a collection of algorithms that blend together maximum likeli-
hood estimation and posterior estimation over poses. In particular:

= We introduces a fast maximum likelihood algorithm for incrementally growing
maps.

= We showed how to implement this algorithm using gradient descent, providing
example programs for calculating derivatives in log likelihood space for a specific
perceptual and motion model.

= We discussed the strengths and shortcomings of the approach. In particular, we
showed that the incremental approach fails to find good maps in cyclic environ-
ments.

= We then introduced an extension which integrates a full posterior estimator over
robot poses. We showed how to use these posterior estimates for resolving in-
consistencies in cyclic environments.

= We illustrated, through examples, the robustness of the algorithm, while pointing
out that at the same time, the algorithm is incapable of accommodating nested
cycles.

= We discussed extensions to multi-robot mapping, pointing out that the posterior
estimation enables one robot to localize itself in the map of another.

= Finally, we showed examples of three-dimensional maps generated using a robot
with an upward pointed laser range finder and a panoramic camera.
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14.8 BIBLIGRAPHICAL REMARKS

Shall we show images of Gutmann/Konolige? 1’d opt for yes.

14.9 PROJECTS

1. Develop a 3D mapping algorithm that exploits the full 3D structure for pose and
map estimation during mapping.

2. The multi-robot algorithm described in this chapter requires that each robot starts
in the map built by another robot. Develop a multi-robot mapping algorithm
that relaxes this assumption, that is, where robots can start at arbitrary poses and
might only later traverse the same terrain.

3. Develop a 3D mapping algorithm that represent the enviroment by typical build-
ing components, such as walls, doors, tables, chairs, instead of sets of polygones.
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15

MARKOV DEVISION PROCESSES

15.1 MOTIVATION

Thus far, the book has focused on robot perception. We have discussed a range of
probabilistic algorithms that estimate quantities of interest from sensor data. However,
the ultimate goal or any robot software is to choose the right actions. Accurate state
estimation is only desirable insofar it facilitates the choice of action. This and the
following chapter will therefore discuss probabilistic algorithms for action selection.

To mativate the study of probabilistic action selection algorithms, consider the follow-
ing examples.

1.

2.

3.

4.

A a robotic manipulator grasps and assembles parts arriving in random configu-
ration on a conveyer belt. The configuration of a part is unknown at the time it
arrives, yet the optimal manipulation strategy requires knowledge of the config-
uration. How can a robot manipulate such pieces? Will it be necessary to sense?
If so, are all sensing strategies equally good? Are there manipulation strategies
that result in a well-defined configuration without sensing?

An underwater vehicle shall travel across the North Pole. Shall it take the shortest
route, running risk of loosing orientation under the Ice? Or sould it avoid large
featureless areas at the risk of using more time to reach its goal.

An robotic helicopter flies autonomously in a wooded area. The helicopter should
stay clear of obstacles such as the ground so that even an unexpected wind gust
can make it crash. But how far is far enough?

A team of robots explore an unknown planet. The problem is particularly hard if
the robots do not know their initial pose relative to each other. Shall the robots

421
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seek each other to determine their relative location to each other? Or shall they
instead avoid each other so that they can cover more unknown terrain? And what
are the optimal ways to explore a planet with teams of robots?

These examples illustrate that action selection in many robotics tasks is closely tight
to the notion of uncertainty. In some tasks, such as robot exploration, reducing un-
certainty is the direct goal of action selection. Such tasks are known as information
gathering tasks. Information gathering tasks will be studied in the next chapter. In
other cases, a reducing uncertainty is merely a means to achieving some other goal,
such as reliably arriving at a target location. Such tasks will be studied here.

From an algorithm design perspective, is convenient to distinguish two types of uncer-
tainty: uncertainty in action, and uncertainty in perception.

1. Deterministic versus stochastic action effects. Classical robotics often assumes
that the effects of control actions are deterministic. In practice, however, actions
cause uncertainty, as outcomes of actions are non-deterministic. The uncertainty
arising from the stochastic nature of the robot and its environments mandates that
the robot senses at execution time, and reacts to unanticipated situations—even
if the environment state is fully observable. It is insufficient to plan a single
sequence of actions and blindly execute it at run-time.

2. Fully observable versus partially observable systems. Classical robotics often
assumes that sensors can measure the full state of the environment. As argued
repeatedly throughout this book, this is an unrealistic assumption. The lack of
perfect sensors has two ramifications: First robot control must be robust with
respect to current uncertainty. Second, it must cope with future, anticipated un-
certainty, and choose actions accordingly. An example of the latter was given
above, where we discussed a robot which has the choice between a shorter path
through a featureless area, and a longer one that reduces the danger of getting
lost.

Throughout this chapter, we will take a very liberal view and make virtually no dis-
tinction between planning and control. Fundamentally, both planning and control ad-
dress the same problem: to select actions. They differ in the time constraints under
which actions have to be selected and in the role of sensing during execution. The
algorithms described in this chapter are all similar in that they require a off-line opti-
mization (planning) phase, in which they calculate a control policy. During execution,
the control policy can be invoked very efficiently, and it can cope with a range of dif-
ferent situations. By no means is the choice of algorithms meant to suggest that this
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is the only way to cope with uncertainty in robotics. Instead, it reflects the style of
algorithms that are currently in use.

The majority of algorithms discussed in this chapter assume finite state and action
spaces. Continuous spaces are approximated using grid-style representations. The
chapter is organized as follows.

m  Section 15.2 discusses in depth the role of the two types of uncertainty and lays
out their implications on algorithm design.

m  Section 15.3 introduces value iteration, a popular planning algorithm. Value iter-
ation, as introduced there, addresses the first type of uncertainty: the uncertainty
in robot motion. It rests on the assumption that the state is fully observable.
The underlying mathematical framework is known as Markov Decision Processes
(MDP).

m  Section 16.2 discusses a more general planning algorithm that addresses both
types of uncertainty: Uncertainty in action and uncertainty in perception. This
algorithm adopts the idea of value iteration, but applies it to a belief space rep-
resentation. The framework underlying this algorithm is called Partially Observ-
able Markov Decision Processes (POMDPs). The POMDP algorithm can antici-
pate uncertainty, actively gather information, and explore optimally in pursuit of
an arbitrary performance goal, at the expense of increased computational com-
plexity.

= Finally, Section 16.5 discusses augmented MDP algorithms, which are cross-
overs between MDP and POMDP algorithms. Augmented MDP algorithms con-
sider uncertainty, but abstract away detail and hence are computationally much
more efficient than POMDP solutions.

In the following chapter, .... we will discuss a more general algorithms that addresses
both types of uncertainty: Uncertainty in action and uncertainty in perception. The
framework underlying these algorithm is called Partially Observable Markov Decision
Processes (POMDPs). The POMDP algorithm can anticipate uncertainty, actively
gather information, and explore optimally in pursuit of an arbitrary performance goal,
at the expense of increased computational complexity.



424 CHAPTER 15

e e e medeceMm e Mmemeeeaeemseeeeee e anaame ... +
I I
| +-- -+ [ + B U + +-- -+ |
I I I I I | +-+
+-- -+ | Goal ---------- +Rob+---------- +Pit| | 1 |
| | | [ + B U + | ++ |
I I I (. I I I
| +---+ Fommm e + Fomm o - + +---+ |
I I
e e e medmeeM R e Mmemeeea e e M samee e e e e r e A ... +

Figure 15.1 Near-symmetric environment with narrow and wide corridors. The robot’s
initial location is known, but not its pose.

15.2 UNCERTAINTY IN ACTION
SELECTION

Make Figure: Classical Planning
Make Figure: MDP planning
Make Figure: POMDP planning

Figure 15.1 shows a toy-like environment that illustrates the different types of uncer-
tainty. Shown there is a mobile robot in a corridor-like environment. The environment
is highly symmetric; the only distinguishing feature are two walls at its far ends. At
symmetric locations, the environment possesses a small number distinct places, one
labeled the goal location (G), another which contains a pit (P), and one that contains
a unique landmark that can help the robot finding out where it is. The robot’s task is
to advance to the goal location as quickly as possible while avoiding falling into the
pit. Let us suppose the goal and the pit are perceptually indistinguishable—unless the
robot actually enters the region, running risk to fall into the pit. Finally, we notice
that there are multiple paths to either the goal, one that is short but narrow, and two
others that are longer but wider. Clearly, this environment is less complex than natural
robotic environments; however, it is complex enough to distinguish different types of
uncertainty.

In the classical robot planning paradigm, there is no uncertainty. The robot knows its
initial pose and it knows the location of the goal. Furthermore, actions are executed
in the physical world as commanded. In such a situation, it suffices to plan off-line
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a single sequence of actions, which is then executed at run-time. There is no need
to sense. Figure ?? shows an example of such a plan. Obviously, in the absence of
errors in the robot actuator, the narrow shorter path is superior to the longer, wider
one. Hence, a planner that strives for optimality would choose the former path over
the latter. Many existing planning algorithm are only concerned with finding a path,
regardless of optimality. Thus, they might choose either path. What happens if the
plan is executed? Of course, physical robot hardware is inaccurate. A robot blindly
following the narrow hallway might run danger of colliding with the walls. Further-
more, a blindly executing robot might miss the goal location because to the error it
accrued during plan execution. In practice, thus, planning algorithms of this type are
often combined with a sensor-based, reactive control module that consults sensor read-
ings to adjust the plan so as to avoid collisions. Such a module might prevent the robot
from colliding in the narrow corridor. However, in order to do so it may have to slow
down the robot, making the narrow path inferior to its alternative.

A paradigm that encompasses uncertainty in robot motion is known as Markov deci-
sion processes, or MDPs. MDPs assume that the state of the environment can be fully
measured at all times. In other words, the perceptual model P(ols) is deterministic
and bijective. However, is allows for stochastic action effects, that is, the action model
P(s'|s, a) may be non-deterministic. As a consequence, it is insufficient to plan a sin-
gle sequence of actions. Instead, the planner has to generate actions for a whole range
of situations that the robot might find itself in, either because of its actions, or be-
cause of other environment dynamics. One way to cope with the resulting uncertainty
is to generate a policy for action selection defined for all states that the robot might
encounter. Such mappings from states to actions are also known as universal plans
or navigation functions. An example of a policy is shown in Figure ??. Instead of a
single sequence of actions, the robot calculates a mapping from states to actions indi-
cated by the arrows. Once such a mapping is computed, the robot can accommodate
non-determinism by sensing the state of the world, and acting accordingly. Addition-
ally, this framework opens the opportunity to guide the action selection process based
on future, anticipated uncertainty. Consider, for example, a highly inaccurate robot
which, if placed in the narrow corridor, is likely to collide with a wall. Planning algo-
rithms that consider motion uncertainty can assess this risk at planning time and might
choose the wider, safer path.

Let us now return to the most general, fully probabilistic case, by dropping the as-
sumption that the state is fully observable. This case is known as partially observable
Markov decision processes, or POMDPs. In most if not all robotics applications, mea-
surements o are noisy projections of the state s. Hence, the state can only be estimated
up to a certain degree. To illustrate this, consider the situation depicted in Figure ??
under the assumption that the robot does not know its initial orientation. Clearly,
the symmetry of the environment makes it difficult to disambiguate the robot’s pose.
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By moving directly towards the projected goal state the robot faces a 50% chance of
falling into the pit—which would tell it where it is but result in mission failure. The
optimal plan, thus, is to move to the small area in the upper right (or lower left), which
enables the robot to disambiguate its pose. After that, the robot can then safely move
to its goal location. Thus, the robot has to actively gather information while suffering
a detour. This is an example of the most interesting scenario in probabilistic robotics:
The robot’s sensors pose intrinsic limitations as to what the robot knows. Similar situ-
ations occur in locate-and-retrieve tasks, planetary exploration, and many other robot
tasks.

How can one devise an algorithm for action selection that can cope with this type of
uncertainty? One might be tempted to solve the problem of what to do by analyzing
each possible situation that might be the case under the current state of knowledge.
In our example, there are two such cases: the case where the goal is on the upper
left relative to the initial robot heading, and the case where the goal is on the lower
right. In both these cases, however, the optimal policy does not bring the agent to a
location where it would be able to disambiguate its pose. That is, the planning prob-
lem in partially observable environment cannot be solved by considering all possible
environments and averaging the solution.

Instead, the key idea is to generate plans in belief space (sometimes referred to infor-
mation space). The belief space comprises the space of all belief distributions b that
the robot might encounter. The belief space for our example is shown in Figure ??.
It reflects what the robot knows about the state of the world. The center diagram cor-
responds to the case where the robot is ignorant of its heading direction, as indicated
by the two question marks. As the robot enters any of the locations that reveal where
there goal is, it will make a transition to one of the two diagrams at the border. Both of
those correspond to cases where the robot pose is fully known: The robot faces north
in the left diagram, and it faces south in the right one. Since the a priori chance of each
location is the same, the robot will experience a random transition with a 50% chance
of ending up in either state of knowledge.

The belief state is rich enough to solve the planning problem. In our toy example, the
number of different belief states happens to be finite. This is usually not the case. In
worlds with finitely many states the belief space is usually continuous, but of finite
dimensionality. If the state space is continuous, the belief space is usually infinitely-
dimensional.

This example illustrates a fundamental property that arises from the robot’s inability
to sense the state of the world—one whose importance for robotics has often been
under-appreciated. In particular, in uncertain worlds a robot planning algorithm must
consider the state of knowledge (the belief state). In general it does not suffice to
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consider the most likely state only. By conditioning the action on the belief state—
as opposed to the most likely actual state—the robot can actively pursue information
gathering. In fact, the optimal plan in belief state optimally gathers information, in that
it only seeks new information to the extent that it is actually beneficial to the expected
utility of the robot’s action. This is a key advantage of the probabilistic approach to
robotics. However, it comes at the price of an increased complexity of the planning
problem.

15.3 VALUE ITERATION

We will now describe a first algorithm for action selection under uncertainty. The
algorithm is a version of various flooding-type algorithms that recursively calculate
the utility of each action relative to a payoff function. Value iteration, as discussed
in this section, addresses only the first type of uncertainty: It devises control policies
that can cope with the stochasticity of the physical world. It does not address the
uncertainty arising from perceptual limitations, Instead, we will assume that the state
of the world is fully observable at any point in time.

15.3.1 Goals and Payoff

Before describing a concrete algorithm, let us first define the problem in more concise
terms. In general, robotic action selection is driven by goals. Goals might correspond
to specific configurations (e.g., a part has been picked up by a robot arm), or they
might express conditions over longer periods of time (e.g., a robot balances a pole).
Some action selection algorithms carry explicit notions of goals; others use follow
implicit goals. The algorithms discussed in this book all use explicit descriptions of
goals. This enables them to pursue different goals. In contrast, control algorithm with
implicit goals are usually unable to generate actions for more than just one goal.

In robotics, one is often concerned with reaching specific goal configurations, while
simultaneously optimizing other variables, often thought of as cost. For example, one
might be interested in moving the end-effector of a manipulator to a specific location,
while simultaneously minimizing time, energy consumption, jerk, or the number of
collisions with surrounding obstacles. At first glance, one might be tempted to express
these desires by two quantities, one that is being maximized (e.g., the binary flag
that indicates whether or not a robot reached its goal location), and the other one
being minimized (e.g., the total energy consumed by the robot). However, both can
be expressed using a single function called the payoff function (also known as utility,
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cost). The payoff, denoted ¢, is a function of the state. For example, a simple payoff
function is the following:

o(s) = {+100 if robot reaches goal (15.1)

-1 otherwise

This payoff function rewards the robot with +100 if a goal configuration is attained,
while it penalizes the robot by —1 for each time step where is has not reached that
configuration.

Why using a single payoff variable to express both goal achieval and costs? This is
primarily because of two reasons: First, the notation avoids clutter in the formulae
yet to come, as our treatment of both quantities will be entirely analogous throughout
this book. Second, and more importantly, it pays tribute to the fundamental trade-
off between goal achievement and costs along the way. Since robots are inherently
uncertain, they cannot know with certainty as to whether a goal configuration has
been achieved; instead, all one can hope for is to maximize the chances of reaching a
goal. This trade-off between goal achieval and cost is characterized by questions like
Is increasing the probability of reaching a goal worth the extra effort (e.g., in energy,
time)? Treating both goal achieval and costs as a single numerical factor enables us to
trade off one against the other, hence providing a consistent framework for selecting
actions under uncertainty.

We are interested in devising programs that generate actions so as to optimize future
payoff in expectation. Such programs are usually referred to as control policies, de-
noted 7

7 d0t — ® (15.2)

A policy = is a function that maps date into actions. Taking as general a view as
possible, a policy might be an elaborate planning algorithm, or it might be a fast,
reactive algorithm that bases its decision on the most recent data item only. The policy
m may deterministic or non-deterministic, and it might only be partially defined in the
space of all data sets d(©-*).

An interesting concept in the context of creating control policies is the planning hori-
zon. Sometimes, it suffices to choose an action so as to maximize the immediate next
payoff value. Most of the time, however, an action might not pay off immediately. For
example, a robot moving to a goal location will receive the final payoff for reaching
its goal only after the very last action. Thus, payoff might be delayed. An appropriate
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objective is then to choose action so that the sum of all future payoff is maximal. We
will call this sum the cumulative payoff. Since the world is non-deterministic, the best
one can optimize is the expected cumulative payoff, which is conveniently written as

ct = E

T
> vTcM] (15.3)

T=1

Here the expectation E| | is taken over future momentary payoff values ¢, that the
robot might accrue between time ¢ and time ¢ + 7. The individual payoffs ¢, are
multiplied by an exponential factor 7, called the discount factor, which is constrained
to lie in the interval [0;1]. If v = 1, we have 47 = 1 for arbitrary values of 7, and
hence the factor can be omitted in Equation (15.3). Smaller values of ~ discount
future payoff exponentially, making earlier payoffs exponentially more important than
later ones. This discount factor, whose importance will be discussed below, bears
resemblance to the value of money, which also looses value over time exponentially
due to inflation.

We notice that CT is a sum of T" time steps. T is called the planning horizon, or
simply: horizon. We distinguish three important cases:

1. T = 1. This is the greedy case, where the robot only seeks to minimize the im-
mediate next payoff. While this approach is degenerate in that it does not capture
the effect of actions beyond the immediate next time step, it nevertheless plays
an important role in practice. The reason for its importance stems from the fact
that greedy optimization is much simpler than multi-step optimization. In many
robotics problems, greedy solutions are currently the best known solutions that
can be computed in reasonable time. Obviously, greedy optimization is invariant
with respect to the discount factor ~, as long as v > 0.

2. T is finite (but larger than 1). This case is known as the finite-horizon case. Typi-
cally, the payoff is not discounted over time, that is, v = 1. One might argue that
the finite-horizon case is the only one that matters, since for all practical purposes
time is finite. However, finite-horizon optimality is often harder to achieve than
optimality in the discounted infinite-horizon case. Why is this so? A first insight
stems from the observation that the optimal action is a function of time horizon.
Near the far end of the time horizon, for example, the optimal action might differ
substantially from the optimal action earlier in time, even under otherwise iden-
tical conditions (e.g., same state, same belief). As a result, planning algorithms
with finite horizon are forced to maintain different plans for different horizons,
which can add undesired complexity.
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3. T is infinite. This case is known as the infinite-horizon case. This case does not
suffer the same problem as the finite horizon case, as the number of remaining
time steps is the same for any point in time (it’s infinite!). However, here the
discount factor ~ is essential. To see why, let us consider the case where we have
two robot control programs, one that earns us $1 per hour, and another one that
makes us $100 per hour. In the finite horizon case, the latter is clearly preferable
to the former. No matter what the value of the horizon is, the expected cumulative
payoff of the second program exceeds that of the first by a factor of a hundred.
Not so in the infinite horizon case. Without discounting, both programs will earn
us an infinite amount of money, rendering the expected cumulative payoff C7
insufficient to select the better program.

Under the assumption that each individual ¢ is bounded in magnitude (that is,
lc| < cmax fOr some value cy,.x), discounting guarantees that C*° is finite—
despite the fact that the sum has infinitely many terms. In our example, we have

C*® = c4+yc+y’c+73%c+... (15.4)
- ¢ (15.5)
L=y

where c is either $1, or $100. Using, for example, a discount factor of v = 0.99,
we find that our first program gives us a discounted return of C' = $100, whereas
the second results in C' = $10, 000. More generally, C*° is finite -y as long as it
is smaller than 1. An popular alternative to discounting involve maximizing the
average payoff instead of the total payoff. Algorithms for maximizing average
payoff will not be studied in this book.

We will now introduce a few, useful variations on the basic notation. In particular,
sometimes we would like to refer to the cumulative payoff C'7 conditioned on the
state at time ¢ being s. This will be written as follows:

ct(s)y = E

T
> Vet s = s] (15.6)
T=1

The cumulative payoff C'7 is a function the robot’s policy for action selection. Some-
times, it is beneficial to make this dependence explicit:

cr = E

™

T
> Verirlal = w(d“*--”)] (15.7)

T=1
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This notation enables us to compare two control policies = and 7/, and determine
which one is better. Simply compare C7 to C7, and pick the algorithm with higher
expected discounted future payoff.

Finally, we notice that the expected cumulative payoff is often referred to as value, to
contrast them with the immediate state payoff denoted c.

15.3.2 Finding Control Policies in Fully
Observable Domains

Traditionally, the robotics planning literature has investigated the planning problem
predominately in deterministic and fully observable worlds. Here the assumption is
that P(s’ | a,s) and P(o | s) both are point mass distributions—which is a fancy
way of saying that state transitions and observations are deterministic. Moreover, the
measurement function P(o | s) is usually assumed to be bijective, which implies
that the state s can be determined from the observation o. In such cases, a perfectly
acceptable plan is a fixed sequence of actions that does not involve sensing during plan
execution. Naturally, this case plays no role in the probabilistic setting, as it does not
accommodate the inherent uncertainty in robotics.

More realistic is the case where P(s’ | a,s) is stochastic, but the state s is fully
observable. Two reasons make it worthwhile to study this special case in some depth.
First, it encompasses some of the uncertainty in robotics, making sensing an integral
part of plan execution. Second, it prepares us for the more general case of partial
observability in that it allows us to introduce the idea of value iteration. The framework
for action selection in stochastic environments with fully observable state is known as
Markov decision processes, abbreviated as MDPs.

The problem that arises in MDPs is that of determining a policy = that maximizes the
expected future payoff C7'. Since the state is fully observable, it suffices to condition
the policy on the current state s, instead of the entire data history as in (15.2). Thus,
we assume the policy is of the form

T:s—a (15.8)

Why the policy can be conditioned on the most recent state only should be immedi-
ately obvious. Formally, this follows directly from the Markov assumption defined in
Chapter 2.4.4 of this book.
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Let us now derive a basic algorithm for constructing such a policy known as value iter-
ation. Let us begin with defining the optimal policy for a planning horizon of T' = 1,
that is, we are only interested in a policy that maximizes the immediate next pay-
off. The optimal policy is denoted 7! (s) and is obtained by maximizing the expected
payoff over all actions a:

7l(s) = argmax/c(s’) P(s'|a,s) ds’ (15.9)

Thus, an optimal action is that that maximizes the immediate next payoff in expecta-
tion, and the policy that chooses such an action is optimal.

Every policy has an associated value function, which measures the expected value
(cumulative discounted future payoff) of this specific policy. For 7, the value function
is simply the expected immediate payoff, discounted by the factor ~:

Cl(s) = max’y/c(s') P(s'|a,s) ds' (15.10)

The definition of the optimal policy with horizon 1 and the corresponding value func-
tion enables us to determine the optimal policy for the planning horizon T' = 2. In
particular, the optimal policy for T" = 2 selects the action that maximizes the one-step
optimal value C*(s):

7%(s) = argmax/[c(s') + CY(s)] P(s|a, s) ds’ (15.11)

a

It should be immediately obvious why this policy is optimal. The value of this policy
conditioned on the state s is given by the following discounted expression:

C%(s) = max/[c(s/) +CY(s")] P(s'|a, s) ds’ (15.12)

a

Notice that the optimal policy and its value function for 7' = 2 was constructed re-
cursively, from the optimal value function for T = 1. This observation suggests that
for any finite horizon T the optimal policy, and its value function, can be obtained
recursively from the optimal policy and value function 7" — 1.
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This is indeed the case. We can recursively construct the optimal policy and the cor-
responding value function for the planning horizon T" from the optimal value function
for T' — 1, via the following equation:

l(s) = argmax/[c(s') +CT71(s")] P(s|a, s) ds' (15.13)

a

The resulting policy =7 (s) is optimal for the planning horizon 7. Analogously, its
value function is defined through the following recursion:

OT(s) = max / le(s') + CT=(s')] P(s']a, s) ds’ (15.14)

Equations (15.13) and (15.14) give us a recursive definition of the optimal policy and
optimal value function for any finite horizon 7.

In the infinite horizon case, the optimal value function reaches an an equilibrium:
C>(s) = max/[c(s') + C=(s")] P(s'|a, s) ds’ (15.15)

This invariance is known as Bellman equation. Without proof, we notice that every
value function C which satisfies the following recursion:

C(s) = max/[c(s’) + C(s")] P(s'|a,s) ds’ (15.16)
is optimal, in the sense that the policy that is greedy with respect to C'

n(s) = argmax/[c(s’) + C(s")] P(s'|a,s) ds’ (15.17)

a

maximizes the infinite-horizon payoff.

15.3.3 Value Iteration

This consideration leads to the definition of value iteration, a popular and decades-old
algorithm for calculating the optimal infinite-horizon value function. Value iteration is
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a practical algorithm for computing the optimal policy fully observable problems with
finite state and action spaces. It does this by successively approximating the optimal
value functions, as defined in (15.16).

Let us denote the approximation by C' Initially, the approximation is set to zero (or,
alternatively, some large negative value):

¢ — 0 (15.18)

Value iteration then successively updates the approximation via the following recur-
sive rule, which computes the value of a state s from the best expected value one time
step later:

C(s) «— max/[c(s/) + C(s)] P(s'|a, s) ds’ (15.19)

a

Notice that the value iteration rule bears close resemblance to the calculation of the
horizon-T" optimal policy above. Value iteration converges if v < 1 and, in some
special cases, even for v = 1. The order in which states are updated in value iteration
is irrelevant, as long as each state is updated infinitely often. In practice, convergence
observed after much smaller number of iterations.

Atany point in time, the value function C’(s) defines the policy of greedily maximizing
C(s):

n(s) = argmax/[c(s’) + C(s")] P(s'|a, s) ds’ (15.20)

a

After convergence of value iteration, the policy that is greedy with respect to the final
value function is optimal.

Table 15.1 outlines the basic value iteration algorithm MDP _value_iteration. The
value function is initialized in lines 2 and 3. Line 4 through 6 implement the recursive
calculation of the value function. If the state space is discrete, the integral is replaced
by a finite sum. Once value iteration converges, the resulting value function C induces
the optimal policy.
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1: Algorithm MDP _value_iteration():
2: for al s do

C(s)=0
4: repeat until convergence

forall s

C(s) = max, [[c(s') + C(s")] P(s'|a, s); ds’

7: return C'

Table15.1 The value iteration algorithm for MDPs with finite state and action spaces.

15.3.4 Illustration

Figure 15.2 illustrates value iteration in the context of a robotic path planning prob-
lem. Shown there is a a two-dimensional projection of a configuration space of a
circular robot. The configuration space is the space of all (x, y, §) coordinates that the
robot can physically attain. For circular robots, the configuration space is obtained
by ‘growing’ the obstacles in the map by the radius of the robot. These increased
obstacles shown in black in Figure 15.2.

The value function is shown in grey, where the brighter a location, the higher its value.
Following the color gradient leads to the respective goal location, as indicated by the
path shown in Figure 15.2. The key observation is that the value function is defined
over the entire state space, enabling the robot to select an action no matter where it is.
This is important in non-deterministic worlds, where actions have stochastic effects
on the robot’s state.

The path planner that generated Figure 15.2 makes specific assumptions in order to
keep the computational load manageable. For circular robots that can turn on the spot,
it is common to compute the value function in z-y-space only, basically ignoring the
cost of rotation. It is also quite common to ignore the robot’s velocity, despite the
fact that it clearly constrains where a robot can move. Obviously, path planners that
plan in x-y-space are unable to factor the cost of rotation into the value function, and
they cannot deal with robot dynamics (velocities). It is therefore common practice
to combine such path planners with fast, reactive collision avoidance modules that
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@ (b)

Figure 15.2 Example of value iteration over state spaces in robot motion. Obstacles are
shown in black. The value function is indicated by the grayly shaded area. Greedy action
selection with respect to the value function lead to optimal control, assuming that the robot’s
pose is observable. Also shown in the diagrams are example paths obtained by following
the greedy policy.

generate motor velocities while obeying dynamic constraints. A path planner which
considers the full robot state would have to plan in at least five dimensions, comprising
the full pose (three dimensions), the translational and the rotational velocity of the
robot. In two dimensions, calculating the value function for environment like the one
above takes only a fraction of a second on a low-end PC.
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PARTIALLY OBSERVABLE
MARKOV DECISION PROCESSES

16.1 MOTIVATION

Let us now shift focus to the partially observable problem. The algorithms discussed
thus far only address uncertainty in action effects, but they assume that the state of
the world can be determined with certainty. For fully observable Markov decision
processes, we devised a value iteration algoithm for controlling robots in stochastic
domains. We will now be interested in the more general case where the state is not
fully observable. Lack of observability means that the robot can only estimate a pos-
terior distribution over possible world state, which we refer to as the belief b. This
setting is known as Partially Observable Markov Decision Processes, or POMDPs.

The central question addressed in the remainder of this chapter is the following: Can
we devise planning and control algorithms for POMDPs? The answer is positive, but
with caveats. Algorithms for finding the optimal policy only exist for finite worlds,
where the state space, the action space, the space of observations, and the planmning
horizon T are all finite. Unfortunately, these exact methods are computationally ex-
tremely complex. For the more interesting continous case, the best known algorihms
are all approximative.

All algorithms studied on this chapter build on the value iteration approach discussed

previously. Let us restate Equation (15.14), which is the central update equation in
value iteration in MDPs:

a

ct(s) = max/[c(s’) + CT=Y(s"] P(s|a, s) ds’ (16.1)

437
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In POMDPs, we apply the very same idea. Howewver, the state s it not observable.
All we have is the belief state b, which is a posterior distributon over states. POMDPs,
thus, compute a value function over belief spaces:

CT(h) = max / [c(b) + CT=1 (V)] P(V|a,b) dV (16.2)
and use this value function to generate control:

7l'(h) = argmax / [c(b) + CT=1 (V)] P(V |a,b) dV (16.3)

a

Unfortunately, calculating value functions is more complicated in belief space than it
is in state space. A belief is a probability distribution; thus, values C” in POMDPs
are functions over probability distributions. This is problematic. If the state space is
finite, the belief space is continuous, since it is the space of all distributions over the
state space. The situation is even more delicate for continuous state spaces, where the
belief space is an infinitely-dimensional continuum. Furthermore, Equations (16.2)
and (16.3) integrate over all beliefs b’. Given the complex nature of the belief space,
it is not at all obvious that the integration can be carried out exactly, or that effective
approximations can be found.

Luckily, exact solutions exist for the interesting special case of finite worlds...

This chapter is organized as follows.

m  Section 16.2 discusses a more general planning algorithm that addresses both
types of uncertainty: Uncertainty in action and uncertainty in perception. This
algorithm adopts the idea of value iteration, but applies it to a belief space rep-
resentation. The framework underlying this algorithm is called Partially Observ-
able Markov Decision Processes (POMDPs). The POMDP algorithm can antici-
pate uncertainty, actively gather information, and explore optimally in pursuit of
an arbitrary performance goal, at the expense of increased computational com-
plexity.

m  Finally, Section 16.5 discusses augmented MDP algorithms, which are cross-
overs between MDP and POMDP algorithms. Augmented MDP algorithms con-
sider uncertainty, but abstract away detail and hence are computationally much
more efficient than POMDP solutions.
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16.2 FINITE ENVIRONMENTS

We begin our consideration with the important special case of finite worlds. Here we
assume that we have a finite state space, finitely many actions a at each state, a finite
number of different observations o, and a finite planning horizon T'. Under these con-
ditions, the optimal value function can be calculated exactly, as can the optimal policy.
This is not at all obvious. Even if the state space is finite, there are in fact infinitely
many possible beliefs. However, in this and the following section we establish a well-
known result that the optimal value function is convex and composed of finitely many
linear pieces. Thus, even though the value function is defined over a continuum, it can
be represented on a digital computer—up to the accuracy of floating point numbers.

16.2.1 An Illustrative Example

An example of a finite world is shown in Figure 16.1. This specific example is ex-
tremely simple and artificial, and its sole role is to familiarize the reader with the key
issues of POMDPs before discussion the general solution. We notice that the world in
Figure 16.1 possesses four states, labeled s; through s4, two actions, a; and as, and
two observations, labeled o; and o5. The initial state is drawn at random from the two
top states, s; and s5. The robot is now given a choice: executing action a1, which will
with high probability (but not always) teleport it to the respective other state. Alterna-
tively, it can execute action ao, which results in a transition in one of the two bottom
states, sz or s4 with the probabilities as indicated. In s3 the robot will receive a large
positive payoff, whereas in s, the payoff is negative. Both of those states are terminal
states, that is, once entered the task is over. Thus, the robot’s goal is to execute action
as When in state s;. If the robot knew what state it was in, performing the task would
be extremely easy: Simply apply action a; until the state is sy, then apply action as.
However, the robot does not know its state. Instead, it can perceive the two observa-
tions o; and o,. Unfortunately, both observations are possible at both of these states,
though the probability of observing one versus the other is different, depending on
what state the robot is in. Since the robot does not know whether its initial state is s
or s, it must carefully keep track of past observations to calculate its belief. So the
key policy questions are: When should the robot try action a,? How confident must
it be, and how long will it take to try this action? These and other questions will be
answered further below.

Our goal in this section is to develop an algorithm for computing the optimal value
function exactly for finite worlds with finite horizon 7. Let us denote the planning
horizon by T" and the states by sq, . . ., s,,. Exploiting the finiteness of the state space,
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Figure16.1 Finite State Environment, used to illustrate value iteration in belief space.

we notice that the belief b(s) is given by n probabilities

pi = b(s=s;) (16.4)

withi = 1,... n. The belief must satisfy the conditions

vV
o

Pi
opio= 1 (16.5)
=1
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Because of the last condition, b(s) can be specified by n — 1 parameters p1, ..., pn—1
instead of n parameters. The remaining probability p,, can be calculated as follows:

P o= 1= p; (16.6)
i=1

Thus, if the state space is finite and of size n, a belief is a (n — 1)-dimensional vector.

In our example shown in Figure 16.1, it might appear that the belief is specified by
three numerical probability values, since there are four states. However, the action
ao separates (with certainty) the states {si, so} from the states {ss, s4}. Thus, the
only uncertainty that the robot may encounter is a confusion between states s; and
s2, and a confusion between states s3 and s4. Both can be represented by a single
numerical probability value, thus, the only continuous component of the belief state is
one-dimensional. This makes this example convenient for plotting value functions.

Let us now focus on the question as to whether we can calculate the optimal value
function and the optimal policy exactly in finite domains. If not, we might be forced to
approximate it. At first, one might conclude that calculating the optimal value function
is impossible, due to the fact that the belief space is continuous. However, we observe
that for finite worlds, the value function has a special shape: It is composed of finitely
many linear pieces. This makes it possible to calculate the optimal value function
in finite time. We also notice that the value function is convex and continuous—these
latter two properties also apply to optimal value functions over continuous state spaces
and infinite planning horizons.

We begin our consideration with the immediate payoff of a belief state . Recall

that the payoff of b is given by the expectation of the payoff ¢ under the probability
distribution b:

ob) = / o(s) b(s) ds (16.7)

Using the fact that b is uniquely specified by the probabilities p1, . . ., p,., we can write
cb) = clpr....pn) = Y c(si)pi (16.8)

i=1

which is indeed linear in p1, ..., pn,.
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Figure16.2 Expected payoff ¢(b) as a function of the belief parameter p3, assuming that

the robot is either in state s3 or s4.

It is interesting to plot the function ¢(b) for belief distributions over the two states s
and sy in our example, the only states with non-zero payoff. The payoff in state s3
is 100, whereas the payoff in state s, is —100. Figure 16.2a shows the function ¢(b)
for the subspace of the belief defined by (0,0, p3, 1 — p3) which is a belief space that
places all probability in the states s5 and s4. Here the expectation ¢(b) is plotted as a
function of the probability ps. Obviously, if ps = 0, the environment state is s4, and
the payoff will be ¢(s4) = —100. On the other hand, if p; = 1, the environment’s
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state is s3 and the payoff will be ¢(s3) = 100. In between, the expectation is linear,
leading to the graph shown in Figure 16.2a.

This consideration enables us to calculate the value function for planning horizon
T = 1. From now on, we will only consider the subset of the belief space that places
all probability on the two states s; and s,. This belief space is parameterized by a
single parameter, p;, since po = 1 — p; and p3 = py = 0. The value function
C1(b, ay) is constant zero for action a;:

C'(b,a;) = 0 (16.9)

since whatever the true state of the robot, action a; will not lead it to a state that makes
it receive non-zero payoff. This value function C'(b, a,) if graphed in Figure 16.2b.
The picture becomes more interesting for action a». If the state of the environment is
s1, this action will lead with 90% chance to state s3, where the robot will receive a
payoff of 100. With 10% probability it will end up in state s4, where its payoff will
be —100. Thus, the expected payoff in state s; is 0.9 - 100 + 0.1 - (—=100) = 80.
By an analogous argument, the expected payoff in state s, is —80. In between, the
expectation is linear, yielding the value function

Cr(b,az) = ~(80py —80p2) = T72p1 — 72ps (16.10)

Here we use the discount factor v = 0.9. This function is shown in Figure 16.2c, for
beliefs of the type (p1,1 — p1,0,0).

So what is the right action selection policy? Following the rationale of maximizing ex-
pected payoff, the best action depends on our current belief, assuming that it accurate
reflects our knowledge about the real world. If the probability p; > 0.5, the optimal
action will be as, since we expect positive payoff. For values smaller than 0.5, the
optimal action will be a4, since it avoids the negative expected payoff associated with
action a. The corresponding value function is the maximum of the action-specific
value functions:

C*'(b) = maxC'(b,a)
= max{0; 72p1 — 72p2} (16.11)

This value function and the corresponding policy for action selection is illustrated by
the solid graph in Figure 16.2d, which maximizes the two linear components indicated
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by the dashed lines. We natice that this value function is not linear any longer. Instead,
it is piecewise linear and convex. The non-linearity arises from the fact that different
actions are optimal for different parts of the belief space.

From the value function in Figure 16.2d, can we conclude that for beliefs p; < 0.5
there is no way to reap payoffs larger than 0? Of course, the answer is no. The
value function C*(b) is only optimal for the horizon 7" = 1. For larger horizons, it
is possible to first execute action ay, followed by action a,. Executing action a; has
two beneficial effects: First, it helps us estimate the current state better due to the fact
that the we can sense, and second, with high probability it changes the state from s;
to s, or vice versa. Thus a good policy might be to execute action a; until we are
reasonably confident that the state of the robot is s;. Then, the robot should execute
action ao.

To make this more formal, let us derive the optimal value function for horizon T = 2.
Suppose we execute action a;. Then two things can happen: We either observe o; or
0o. Let us first assume we observe o;. Then the new belief state can be computed
using the Bayes filter:

2
pyo= m P(o'1|s'1)ZP(S/1|a1,$i)Pi
i=1

= m 0.7(0.1p1 + 0.8]92)
m (0.07py + 0.56p;) (16.12)

where 7, is the normalizer in Bayes rule. Similarly, we obtain for the posterior proba-
bility of being in ss:

2
ph = m P(oh]s5) > P(shlar,si) pi
=1

m 0.4(0.9p1 + 0.2ps)
m (0.36p; + 0.08ps) (16.13)

Since we know that p} + p), = 1—after all, when executing action a; the state will
either be s; or s,—we obtain for 7;:

1 1
mo o= = —— _ (16.14)
0.07p1 + 0.56ps + 0.36p1 + 0.08p5 0.43p1 + 0.64p>
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We also notice that the variable n; is a useful probability: It is the probability of
observing o; after executing action a; (regardless of the posterior state).

We now have expression characterizing the posterior belief given that we execute ac-
tion a; and observe o;. So what is the value of this belief state? The answer is ob-
tained by plugging the new belief into the value function C'! (b) as defined in Equation
(16.11), and discounting the result by ~:

C%(b,a1,01) = ~ max{0; 72p| — 72pH}
= 0.9 max{0; 72 n; (0.36p; + 0.08p2) — 72 n1 (0.43p1 + 0.64p3)}
0.9 max{0; 72 n; (0.36p; + 0.08p2 — 0.43p; — 0.64p2)}
0.9 max{0; 7271 (=0.07p; — 0.56ps)}
= 0.9 max{0; m (—5.04p; —40.32p3)} (16.15)

We now move the factor »; out of the maximization and move 0.9 inside, and obtain:
C%(b,a1,01) = m max{0; —4.563p; — 36.288py} (16.16)

which is a piecewise linear, convex function in the parameters of the belief b.

The derivation for observing o, after executing action a; is completely analogous. In
particular, we obtain the posterior

p; = n20.3(0.1p; +0.8p2) = n2 (0.03p; + 0.24p5)

ph = n20.6(0.9p; +0.2ps) = n2 (0.54p1 + 0.12p5) (16.17)
with the normalizer

My = __ (16.18)

2= 0571 + 0.36ps '
The corresponding value is

C%(b,a1,01) = ~ max{0; 72p| — 72py}

= 1 max{0; —33.048p; + 7.776p>} (16.19)
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As an aside, we also notice that ; * + 7, ' = 1. This follows directly from the fact
that the normalizer in Bayes filters is the observation probability

1
o _ 16.2
i Pl o D) (16.20)

and the fact that there are exactly two possible observations in our example, o1 and o,.

Let us now calculate the value C?(b, a; ), which is the expected value upon executing
action a;. Clearly, the value is a mixture of the values C?(b, a1, 01) and C2(b, a1, 02),
weighted by the probabilities of actually observing o, and oo, respectively. Put into
mathematical notation, we have

2
C%(b,a1) = Y C*(b,a1,0;)P(0;]ar,b) (16.21)

i=1

The terms C?(b, a1, 0;) were already defined above. The probability P(o;|a1,b) of
observing o; after executing action a; is njl. Thus, we have all the ingredients for
calculating the desired value C? (b, a; ):

C%*(bya1) = mnytm max{0; —4.563p; — 36.288py}
4105 " e max{0; —33.048p; + 7.776p,} (16.22)
= max{0; —4.563p; — 36.288ps} + max{0; —33.048p; + 7.776p2}

This expression can be re-expressed as the maximum of four linear functions:

C%*(b,a;) = max{0; —4.563p; — 36.288py ; (16.23)
—33.048p; + 7.776py ; —37.611p; — 28.512p5}

Figure 16.2e shows those four linear functions for the belief space (p;,1 — p2,0,0).
The value function C?(b, a1) is the maximum of those four linear functions. As is
easy to be seen, two of these functions are sufficient to define the maximum; the other
two are smaller over the entire spectrum. This enables us to rewrite C2(b,a;) as the
maximum of only two terms, instead of four:

C%(b,a;) = max{0; —33.048p, + 7.776ps} (16.24)
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Finally, we have to determine the value C?(b), which is the maximum of the following
two terms:

C%*(b) = max{C?*(b,ay),C?%(b,az)} (16.25)

As is easily verified, the second term in the maximization, C2(b, az), is exactly the
same as above for planning horizon 7' = 1:

C%(b,ay) = CHbyas) = T2p1 — 72po (16.26)
Hence we obtain from (16.24) and (16.26):
C%(b) = max{0; —33.048p, + 7.776py ; 72p1 — T2pa} (16.27)

This function is the optimal value function for planning horizon T'. Figure ?? graphs
C?(b) and its components for the belief subspace (p1,1 — p2,0,0). As is easy to be
seen, the function is piecewise linear and convex. In particular, it consists of three
linear pieces. For beliefs under the two leftmost pieces (i.e., p1 < 0.5), a; is the
optimal action. For p; = 0.5, both actions are equally good. Beliefs that correspond
to the rightmost linear piece, that is, beliefs with p; > 0.5, have the optimal action
as. If ay is the optimal function, the next action depends on the initial point in belief
space and on the observation.

The value function C2(b) is only optimal for the horizon 2. However, our analysis
illustrates several important points.

First, the optimal value function for any finite horizon is continuous, piecewise linear,
and convex. Each linear piece corresponds to a different action choice at some point
in the future, or to a different observation that can be made. The convexity of the
value function indicates the rather intuitive observation, namely that knowing is al-
ways superior to not knowing. Given two belief states b and &', the mixed value of the
belief states is larger or equal to the value of the mixed belief state, for some mixing
parameter S with 0 < g < 1:

BCB)+(1=p)C@O) > C(Bb+(1—p)) (16.28)

Second, the number of linear pieces can grow tremendously, specifically if one does
not pay attention to linear functions becoming obsolete. In our toy example, two
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out of four linear constraints defining C%(b, a;) were not needed. The ‘trick’ of ef-
ficiently implementing POMDPs lies in identifying obsolete linear functions as early
as possible, so that no computation is wasted when calculating the value function.
Unfortunately, even if we carefully eliminate all unneeded linear constraints, the num-
ber of linear functions can still grow extremely rapidly. This poses intrinsic scaling
limitations on the exact value iteration solution for finite POMDPs.

16.2.2 Value Iteration in Belief Space

The previous section showed, by example, how to calculate value functions in finite
worlds. Let us now return to the general problem of value iteration in belief space. In
particular, in the introduction to this chapter we stated the basic update equation for
the value function, which we briefly restate here:

ct) = max / [c(b) + CT=1 (V)] P(V|a,b) dV (16.29)

In this and the following sections, we will develop a general algorithm for value it-
eration in belief space that can be implemented on a digital computer. We begin by
noticing that Equation (16.2) suggests an integration over all beliefs, where each belief
is a probability distribution. If the state space is finite and the number of states is n,
the space of all probability distributions is a continuum with dimension n — 1. To see,
we notice that n — 1 numerical values are required to specify a probability distribution
over n discrete events (the n-th parameter can be omitted since probabilities add up to
1). If the state space is continuous, the belief space possesses infinitely many dimen-
sions. Thus, integrating over all belief appears to be computationally daunting a task.
However, we can avoid this integration by reformulating the problem and integrating
over observations instead.

Let us examine the conditional probability P(b’|a,b), which specifies a distribution
over posterior beliefs &’ given a belief b and an action a. If only b and a are known, the
posterior belief &’ is not unique, and P(b'|a, b) is a true probability distribution over
beliefs. However, if if we also knew the measurement o’ after executing action a, the
posterior &’ is unique and P(V'|a, b) is a degenerate point-mass distribution. Why is
this so? The answer is provided by the Bayes filter. From the belief b before action
execution, the action a, and the subsequent observation o', the Bayes filter calculates
a single, posterior belief b’ which is the single, correct belief. Thus, we conclude that
if only we knew o', the integration over all beliefs in (16.2) would be obsolete.
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This insight can be exploited by re-expressing
P(V]a,b) = / P(V/]a,b,0) P(o|a,b) do/ (16.30)

where P(b'|a,b,0") is a point-mass distribution focussed on the single belief calcu-
lated by the Bayes filer. Plugging this integral into the definition of value iteration
(16.2), we obtain

cTy = max / / [e(b)) + CT=1(¥)] P(V|a,b,0") db' P(d|a,b) d(16.31)
The inner integral
/[C(b’) + T ()] PV |a,b,0") dY (16.32)

contains only one non-zero term. This is the term where b’ is the distribution calculated
from b, a, and o’ using Bayes filters. Let us call this distribution B(b, a, 0’), that is,

Blba.d)(s) = P(s'ldsab)
P(0')sa.b) P('|a.b)
P(0'|a,b)
= m P(O’|S’) /P(5’|a,b, S) P(5|a,b) ds

- m P(o']s") / P(s|a, s) b(s) ds (16.33)

The reader should recognize the familiar Bayes filter derivation that was extensively
discussed in Chapter 2, this time with the normalizer made explicit. We notice that
the normalizer, P(o'|a,b), is a factor in the value update equation (16.31). Hence,
substituting B(b, a, o’) into (16.31) eliminates this term, which leads to the recursive
description of the value iteration algorithm:

a

ct) = max/[c(B(b,a,o’)) + CT=1(B(b,a,0'))] P(d'|a,b) do’ (16.34)
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This form is more convenient than the one in (16.2), since it only requires integration
over all possible measurements o’, instead of all possible belief distributions &’. This
transformation is a key insight for all value iteration algorithms derived in this chap-
ter. In fact, it was used implicitly in the example above, where a new value function
was obtained by mixing together finitely many piecewise linear functions in Equa-
tion (16.22).

Below, it will be convenient to split the maximization over actions from the integration.
Hence, we notice that that (16.34) can be rewritten as the following two equations:

cT(b,a) = /[C(B(b,a,o/))+C’T’1(B(b,a,o’))} P(d'|a,b) do'  (16.35)

CT(h) = maxCT(b,a) (16.36)

a

Here C7 (b, a) is the horizon T value function over the belief b assuming that the
immediate next action is a.

16.2.3 Calculating the Value Function

In our example, the optimal value function was piecewise linear and convex. Is this
specific to this example, or is this a general characteristic of value functions in finite
worlds? Luckily, it turns out that the latter is the case: All optimal value functions in
finite POMDPs with finite horizon are piecewise linear and convex. Piecewise linear-
ity means that value function C'”" is represented by a collection of linear functions. If

CT was linear, it could be represented by set of coefficients C¥, ..., CT:
cT) = CT(pr,opn) = > Clpi (16.37)
=1

where as usual, py,...,p, are the parameters of a belief distribution. As in our ex-
ample, a piecewise linear and convex value function C'7'(b) can be represented by the
maximum of a collection of K linear functions

ot = ml?xz Clps (16.38)

i=1
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where C/',, ..., C{,, denote the parameters of the k-th linear function, and K~ de-
notes the number of linear pieces. The reader should quickly convince herself that the
maximum of a finite set of linear functions is indeed a convex piecewise linear, convex
function.

In value iteration, the initial value function is given by
c’ =0 (16.39)

We notice that this value function is linear, hence by definition it is also piecewise
linear and convex. This assignment establishes the (trivial) baseline of the recursive
value iteration algorithm.

We will now derive a recursive equation for calculating the value function C7 (b). This
equation assumes that the value function one time step earlier, C7—1(b), is represented
by a piecewise linear function as specified above. As part of the derivation, we will
show that under the assumption that C7—1(b) is piecewise linear and convex, C7(b) is
also piecewise linear and convex. Induction over the planning horizon 7" then proves
that all value functions with finite horizon are indeed piecewise linear and convex.

Equations (16.35) and (16.36) state the following:

CT(ba) = /[c(B(b,a,o/))+CT*1(B(b,a,o’))} P(d'|a,b) do'  (16.40)
CT(h) = maxCT(b,a) (16.41)

a

In finite spaces, all integrals can be replaced by finite sums, and we obtain:

cT(b,a) = ’yz B(b,a,d)) + CT7Y(B(b,a,0'))] P('|a,b) (16.42)

cT) = maXC’ (b, a) (16.43)

a

The belief B(b,a,0’) is obtained using the following expression, which ‘translates’
Equation (16.33) to finite spaces by replacing the integral by a sum:

B(b,a,0')(s) = (’Iab (o'|s") ZP (s'|a,s) b (16.44)
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If the belief b is represented by the parameters {p1, ..., p,}, and the belief B(b, a, o)
by {p},...,pl}, the i-th parameter of the belief b’ is computed as follows:

P = (,|ab (o'|s}) ZP 'a, s;) (16.45)

The reader may recognize the discrete Bayes filter that was already discussed in length
in Chapter 4.1, where introduced the basic filtering theory.

To compute the value function C7 (b, a), we will now derive more practical expres-
sions for the terms c(B(b,a,0’)) and CT=1(B(b,a,0')), starting with the one in
(16.42). With our parameterization B(b,a,0’) = {p},...,pl}, we obtain for the
term ¢(B(b, a,0)):

c¢(B(b,a,0")) = cp|,....,p,) = Zcip,’i (16.46)

Substituting (16.45) into this expression gives us

Is) Y P

Jj=1

c¢(B(b,a,0)) = Z B ’|ab

sila, s5) p;
)P

(16.47)

sila, s;

Plo (
(o)) Y P

The latter transformation is legal since the term P(o’|a, b) does not depend on i. This
form still contains an expression that is difficult to compute: P(o’|a,b). However, the
beauty of the finite case is that this expression cancels out, as we will see very soon.
Hence, it does not have to be considered any further at this point.

The derivation of the term CT~1(B(b,a,0')) in (16.42) is similar to that of
¢(B(b,a,0")) above. In particular, we have to replace the the immediate payoff func-
tion ¢ by the the value function CT—!, which is only piecewise linear and convex. This
gives us

CT=YB(b,a,0)) = CTY(p),....p) = maXZC’lelz (16.48)

i=1
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for sets of linear parameters function C,CTl '. As above, we now substitute the defini-
tion of the posterior belief B (see (16. 45)) into this expression, and obtain:

n 1 n
= m T*I— / l / ) )
o ;?X Z Ck‘,i P(d'|a, b) P(d]s;) ]§:1] (sila, SJ) pj (16.49)

=1

The term P(o’|a,b)~! can be moved out of the summation and the maximization,
since it does not depend on ¢ or k:

3

1 n
= Boan > ClP(o Z sila, s;) (16.50)
=1 j=1

It may not be immediately obvious that this expression is also piecewise linear and
convex. However, reordering the terms inside the summation gives us the following
expression:

- /\a by R ij (Z Crit P(']s)) P(séa,sj)> (16.51)

=1

In this form, it is easy to verify that that for any fixed value of k, the argument of
the maximization is indeed linear in the parameters p;. The maximum of those linear
pieces is, thus, piecewise linear and convex. Moreover, the number of linear pieces is
finite.

Let us now return to the main problem addressed in this section, namely the problem
computing C7'(b, a), the value function for horizon 7. We briefly restate Equation
(16.42):

cT(bya) = ’yz B(b,a,0)) + CT~Y(B(b,a,0d))] P(d'|a,b) (16.52)

Let us first calculate the sum ¢(B(b,a,0’)) + CT~1(B(b,a,0’)), using Equations
(16.47) and (16.50):

c(B(b,a,0")) + C’Tﬁl(B(b7 a,0'))
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1 n
= Bl 2 P 3P

1
+7 maX

P(o'|a, b)

Zc,{llp (o'|s}) ZP Ya,s;) p ] (16.53)
j=1

With some reordering, we obtain

c(B(b,a,0")) + CT1(B(b,a,0))

,‘ab Z +CLTHPs) > P(sila, s, p]] (16.54)
j=1

Substituting this expression into Equation (16.52) gives us:

CT(b,a) = 72{ ’|ab lzcz—&-c’
=1
s1) > P(sila,s;) ]} P(0'|a, b) (16.55)
j=1

We notice that the term P(o’|a, b) appears in enumerator and in the denominator of
this expression, thus cancels out:

n

CT(b,a) = 'yZmax [Z +C’,€Zl ZP (sila, s; P;Jle%)
j=1

i=1

This cancellation is an essential characteristic of the POMDP solution in finite worlds,
which accounts for a simpler update equation when compared to the general solution
described in the previous section. The desired value function is then obtained by
maximizing C7 (b, a) over all actions a:

CT(h) = maxC”?(b,a) (16.57)

a
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As is easily verified, C7(b) is indeed piecewise linear and convex in the belief pa-
rameters py,...,p,. In particular, for each fixed k the term inside the large brackets
in (16.56) is linear. The maximum of those K linear functions is a piecewise linear
function that consist of at most K linear pieces. The sum of piecewise linear, con-
vex functions is again piecewise linear and convex. Hence the summation over all
observations o’ produces again a piecewise linear convex function. Finally, the max-
imization over all actions in Equation (16.57) again results in a piecewise linear and
convex function. Thus, we conclude that C7 (b) is piecewise linear and convex for any
finite horizon T

16.2.4 Linear Programming Solution

How can we turn the mathematical insight into an algorithm that can be carried out
on a digital computer in finite time? As in our example above, the key insight is that
solutions to equations like the one above can be calculated using linear programming.
Linear programming provides solutions for optimization problems under linear con-
straints.

Suppose we know that

C = max z(a) (16.58)

a:1<a<m

for some fictitious set of values x(a), and some positive integer m. A solution to this
equation can be obtained by a linear program which possesses a collection of m linear
constraints, one for each possible value of a:

® = {C>a(a) (16.59)

The value of C' is then obtained by minimizing C' under these constraints, which is a
standard linear programming problem. Now suppose we are given the slightly more
complicated expression

n

Cc = Z max xz(a,1) (16.60)

a:l<a<m

7

for some fictitious values x(a,) and some positive integer n. How can we obtain
the solution to this problem by a linear program? Clearly, for each ¢ there might be
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a different a that maximizes the inner term x(a,%). The solution to this problem is
therefore attained for a specific set of values for a, one for each element in the sum.
Let us for a moment assume we knew those values of a. If we denote this set by
a(l),...,a(n), we have

C = > x(ali),i) (16.61)

which gives us the single linear constraint
o = {C>) w(ali)i)} (16.62)

Unfortunately, we do not know the values of (i) where C attains its maximum. The
linear programming solution for (16.60) contains therefore one constraint for any such
sequence a(i):

U {C> Zx(a(i),z’)} (16.63)

a(i):1<a(i)<m,1<i<n

The total number of constraints is m™, since there are n free variables a(i) which
each can take on m different values. This constraint set ensures that the maximizing
constraint(s) is always included. Minimizing C under these constraints then generates
the solution of (16.60).

We also notice that it is common practice to divide the set of constraints into active and
passive constraints, depending on whether they actively constrain the solution for C.
In this particular example, active constraints are those where the maximum max, x(a)
is attained; whereas passive constraints correspond to smaller z(a)-values. If we are
interested in the value of a that maximizes an expression (the ‘argmax’), we simply
choose an a whose corresponding constraint is active. Active constraint are easily
identified using any of the existing linear programming algorithms.

These insights enable us to provide a concrete algorithm for calculating the optimal
value function and the optimal policy. Initially, for horizon T = 1, the value function
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is defined by (16.39), which we briefly restate here:
ct o= vy z": c(si) pi (16.64)
i=1
The corresponding constraint set contains only a single constraint:
ol = {C'<y Z c(si) pi) (16.65)
=1

Minimizing C'! under the constrain set ®! gives the desired solution.

Let us now consider how to construct the constraint set 7 from the set of constraints
®T—1, According to Equations (16.56) and (16.57), the desired value function is

n

CT() = ymax) max |y (e +Cp; H)P(O]s) Z:P(Séla,sj')pj
o’ Jj=

=1

(16.66)

which is similar in shape to the linear constraints discussed above (Equation (16.60)).
For each action a, we therefore have to generate to following set of constraints:

U {CT(b) <7y
a k(o) 1<k(o)<|BT 1| o
n n
D e+ CLA P ]sh) > Plsila,s;) b (16.67)
i=1 j=1

which are |OU‘I’T71‘ linear constraints. Here |O| denotes the number of observations,
and |®T—1| is the number of constraint set obtained for horizon 7" — 1. The total
number of constraints is multiplicative in the number of actions |AJ, thus our simple
solution obtains

7] = |A-|o)l®" (16.68)
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1: Algorithm finite_world_POMDP(T):

2: D' = {C" <y XL, efsi) pi}

3: For eacht from2 toT

4: Pt =19

5: (=0

6: For each action a

7 For eachk(1),...,k(|O]) with1 < k(o') < |®171],1 <o’ < |O]
8: Ol =7 i (i + Cron DP(O|s7) Yo7, Plsila, s5)
9: B =" U{(a,C < Y0, CFpj)}

10: I=1+1

11: return &7

Table 16.1 The POMDP algorithm for discrete worlds. This algorithm represents the
optimal value function by a set of constraints, which are calculated recursively.

constraints for horizon 7', with the boundary condition |®*| = 1.

Table 16.1 depicts the value iteration algorithm for finite POMDP.

16.3 GENERAL POMDPS

The previous section derived a value iteration algorithm for POMDPs in finite worlds.
In particular, this algorithm requires finite numbers of states, observations, and actions,
and it also requires a finite horizon T'.

-]

There are still terms in (16.35) that require further consideration. First, the immediate
payoff function ¢ has thus far only been defined over states. Here we need to calculate
it for belief distributions. The payoff of a belief b is simply the expectation of the
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per-state payoff c(s) under the belief b(s):

c(b) = Eyd = /c(s) b(s) ds (16.69)
It might seem odd that the payoff depends on the robot’s belief. However, the robot’s
belief represents the true posterior over world states, which justifies the expectation.

Second, we need to derive an expression for the probability P(o’|a,b), which is the
distribution of observations o’ one might receive after executing b in a state distributed
according to b. Deriving this expression is a straightforward mathematical exercise.
In particular, let us first integrate over the state s’ at which the observation o’ is made:

P(d|a,b) = /P(0’|a,b, s') P(s'|a,b) ds’' (16.70)

Thus, s’ refers to the state after action execution. As usual, we exploit the Markov
property to simplify this expression

- / P(d|s") P(s'|a,b) ds’ (16.71)
If we now integrate over states s before action execution:

- / P(d']s") / P(s'|a,b,s) P(s|a,b) ds ds' (16.72)
we obtain the simplified term

_ / P('|s") / P(s'|a, s) b(s) ds ds’ (16.73)

Armed with the necessary expression, we can now return to the original question of
how to perform value iteration in belief space and give a concrete algorithm. In partic-
ular, let us substitute (16.73) back into (16.34), which leads to the following recursive
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definition of the value function in belief space:

cT) = méxx/({CT1(B(b,a,0’))+/c(s') B(b,a,0')(s") ds’]
/ P(o']) / P(s'|a, 5) b(s) ds ds’> do’ (16.74)

This recursive definition defines the optimal value function for any finite horizon 7.
The optimal value function for infinite horizons is chacterized by Bellman’s equation:

a

M) = max / ([C“(B(b,a,o’))+ / o(s") B(b,a,0)(s') ds’}
/P(0’|s’) /P(s’|a, s) b(s) ds ds’) do’ (16.75)

As in the MDP case, value iteration approximates C'>°(b) using a function C by repet-
itively applying this update equation. The central value iteration algorithm is therefore
as follows:

a

Ob) — max / <[C’(B(b,a,o’))+ / o(s") B(b,a,0)(s)) ds’]
/ P9 / P('a, 5) b(s) ds ds’) dof (16.76)

This update equation generalizes value iteration to belief spaces. In particular, it pro-
vides a way to backup values among belief spaces using the familiar motion model
and the familiar perceptual model. The update equation is quite intuitive: The value
of a belief b is obtained by maximizing over all actions a. To determine the value of
executing action a under the belief b, Equation (16.76) suggests to consider all ob-
servations o’. One such an observation is fixed, the posterior belief is calculated via
Bayes filtering, and the corresponding value is calculated. Thus, what is missing is a
calculation of the probability of measuring o’. In Equation (16.76), this probabilist is
obtained by integrating over all states s, all subsequent states s’, and weighing these
state combinations by the corresponding probabilities under the belief b and the mo-
tion model P(s|a, s).
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Q@ Nk

10:

11:

12:

Algorithm POMDP(T):

for al b do
Cb) =0

repeat until convergence
foral b do
C* = -
for all actionsa do
Ca= [ ([C(B(b.a,0)) + [ els') B(b,a,0)(s') ds'|
JP(|s") [P(s]a,s)b(s) ds ds’) do’
ifC, > C*
c*=0C,

C) =

return C'

Table 16.2 The general POMDP algorithm with finite horizon 7", where the function
B(b, a, o) is as specified in the text. This version leaves open as to how the value function
C' is represented, and how the integrals in Step 8 are calculated.

16.3.1 The General POMDP Algorithm

461

Table 16.2 depicts a general algorithm for value iteration in belief space. This algo-
rithm is only an in-principle algorithm that cannot be implemented on a digital com-
puter, since it requires integration over infinite spaces, and lacks a specification as to
how the value function C is represented. The algorithm accepts the planning horizon
T as input, which is assumed to be finite. As in the state-based version of value it-
eration, the value function is initialized by 0 (lines 2 and 3 in Table 16.2). Lines 6
through 11 identify the best action for a belief state b relative to the value function
C. The central update, in line 8, is equivalent to the argument of the maximization in
Equation (16.76).
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The most important remaining question concerns the nature of C'. To perform value
iteration in belief space, we need a way to represent a value function over beliefs.
Beliefs are probability distributions. Thus, we need a method for assigning values
to probability distributions. This, unfortunately, is a difficult problem that lacks a
general solution. As noticed above, belief spaces over continuous state spaces pos-
sess infinitely many dimensions, suggesting that the value function is defined over an
infinitely-dimensional space. Even for finite state spaces, the value function is defined
over a continuum, making it questionable as to whether the optimal value function can
be represented on a digital computer. However, it turns out that the value function can
be calculated exactly for the important special case of finite problems, in particular,
for problems with finite state, action, and observation spaces, and with finite planning
horizon. An exact such algorithm will be give in the next section.

16.4 A MONTE CARLO
APPROXIMATION

Let us now study a concrete algorithm that approximates the general POMDP algo-
rithm, and that has shown promise in practical applications. The basic idea is to ap-
proximate the belief state using particles, using the particule filter algorithm for calcu-
lating beliefs. Particule filters were already extensively discussed in various chapters
of this book. They were mathematically derived in Chapter 4.2.1.

16.4.1 Monte Carlo Backups

For the sake of completeness, let briefly review the basic update equations. Initially,
N random samples are drawn from the initial belief distribution (). Then, at time ¢,
a new set of weighted particles is generated.

Table 16.3 shows a variant of the particle filter algorithm that accepts an action a, an
observation o/, and a belief b as input. It then transforms the belief b into a new belief.
This algorithm implements the function B(b,a,o’), assuming that belief states are
represented by weighted sets of particles. It is trivially obtained from the algorithm
particle_filter in Table 4.3 on page 4.3 of this book. See Chapter 4.2.1 for a more
detailed explanation.

Armed with B(b,a,0’), the update equation can be implemented using a straight-
foward Monte Carlo algorihm. Recall that value function in belief space is defined by
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1: Algorithm particle_filter 2(b, a, 0’):

2: b =10

3: do N times:

4: sample (s, p) fromb accordingtop,...,pn inb
5: samples’ ~ P(s'|a, s)

6: w’ = P(d'|¢)

7 add (s’,w') tot/

8: normalize all weightsw’ € v/

9: returnb’

Table 16.3 A variant of the particle filter algorithm, which accepts an action a and an
observation o’ as input.

the following recusive equation:

ot = méix/ (l:CTl(B(b’avo/))"r‘/C(sl) Blb,a,0)(s") ds’]
/ P(d'|s") / P(s'|a, s) b(s) ds ds’) do’ (16.77)

Inner projection loop:

=

Algorithm MCPOMDP _inner_loop(b):

CT(b) = —o0
forall a do
CT(b,a) =0
do N times
Samples ~ b
Samples’ ~ P(s'|a, )

N gk oen
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8:
9:
10:
11:
12:
13:

Sampleo’ ~ P(o|s’)
b = particle_filter_2(b, a, o’)
CT(b) = CT(b) + Fy[CT (V) +e(s)]
if CT(b,a) > CT(b)
CT(b) = CT(b,a)
return T (b)

Outer McPOMDP loop:

w

N gk

10:
11:
12:

Algorithm MCPOMDP _outer _loop(b):

for al b do
C) =0

repeat until convergence
foralb

C(b) = MCPOMDP _inner_loop(b)
return C

Algorithm MCPOMDP _alterative_outer _loop(b):

forall b do
Cb) =0

repeat until convergence
b= P(So)
s ~ P(sp)

do until trial over
C(b) = MCPOMDP _inner _loop(b)
ifrand(0,1) > 0.1
a = argmax, C(b, a)
else
select a at random

CHAPTER 16
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13: draw s’ ~ P(s'|a, s)
14: s=2s¢
15: return C'

16.4.1.1 Learning Value Functions

Following the rich literature on reinforcement learning [16, 38], our approach solves
the POMDP problem by value iteration in belief space. More specifically, our ap-
proach recursively learns a value function @ over belief states and action, by backing
up values from subsequent belief states:

Qb4,a;) «— FE [R(Ot+1) —|—’ym£1XQ(0t+1,&) (16.78)

Leaving open (for a moment) how @ is represented, it is easy to be seen how the al-
gorithm particle_projection can be applied to compute a Monte Carlo approximation
of the right hand-side expression: Given a belief state 6; and an action a;, parti-
cle_projection computes a sample of R(o:+1) and 6;,1, from which the expected
value on the right hand side of (16.78) can be approximated.

It has been shown [3] that if both sides of (16.78) are equal, the greedy policy

o?(0) = argmaxQ(0,a) (16.79)

is optimal, i.e., o* = o@. Furthermore, it has been shown (for the discrete case!) that
repetitive application of (16.78) leads to an optimal value function and, thus, to the
optimal policy [44, 8].

Our approach essentially performs model-based reinforcement learning in belief space
using approximate sample-based representations. This makes it possible to apply a
rich bag of tricks found in the literature on MDPs. In our experiments below, we use
on-line reinforcement learning with counter-based exploration and experience replay
[21] to determine the order in which belief states are updated.

16.4.1.2 Nearest Neighbor

We now return to the issue how to represent Q. Since we are operating in real-valued
spaces, some sort of function approximation method is called for. However, recall
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Figure 16.3 (a) The environment, schematically. (b) Average performance (reward) as
a function of training episodes. The black graph corresponds to the smaller environment
(25 steps min), the grey graph to the larger environment (50 steps min). (c) Same results,
plotted as a function of number of backups (in thousands).

that @@ accepts a probability distribution (a sample set) as an input. This makes most
existing function approximators (e.g., neural networks) inapplicable.

In our current implementation, nearest neighbor [24] is applied to represent Q. More
specifically, our algorithm maintains a set of sample sets 6 (belief states) annotated
by an action @ and a Q-value Q(6,a). When a new belief state ¢’ is encountered, its
Q-value is obtained by finding the % nearest neighbors in the database, and linearly
averaging their Q-values. If there aren’t sufficiently many neighbors (within a pre-
specified maximum distance), 6’ is added to the database; hence, the database grows
over time.

Our approach uses KL divergence (relative entropy) as a distance function!. Techni-
cally, the KL-divergence between two continuous distributions is well-defined. When
applied to sample sets, however, it cannot be computed. Hence, when evaluating the
distance between two different sample sets, our approach maps them into continuous-
valued densities using Gaussian kernels, and uses Monte Carlo sampling to approxi-
mate the KL divergence between them. This algorithm is fairly generic an extension
of nearest neighbors to function approximation in density space, where densities are
represented by samples. Space limitations preclude us from providing further detail
(see [24, 33]).

16.4.2 Experimental Results

Preliminary results have been obtained in a world shown in two domains, one synthetic
and one using a simulator of a RWI B21 robot.

Lstrictly speaking, KL divergence is not a distance metric, but this is ignored here.

30
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Figure 16.4 Find and fetch task: (a) The mobile robot with gripper and camera, holding
the target object (experiments are carried out in simulation!), (b) three successful runs (tra-
jectory projected into 2D), and (c) success rate as a function of number of planning steps.

In the synthetic environment (Figure 16.3a), the agents starts at the lower left corner.
Its objective is to reach “heaven” which is either at the upper left corner or the lower
right corner. The opposite location is “hell.” The agent does not know the location of
heaven, but it can ask a “priest” who is located in the upper right corner. Thus, an op-
timal solution requires the agent to go first to the priest, and then head to heaven. The
state space contains a real-valued (coordinates of the agent) and discrete (location of
heaven) component. Both are unobservable: In addition to not knowing the location of
heaven, the agent also cannot sense its (real-valued) coordinates. 5% random motion
noise is injected at each move. When an agent hits a boundary, it is penalized, but it is
also told which boundary it hit (which makes it possible to infer its coordinates along
one axis). However, notice that the initial coordinates of the agent are known.

The optimal solution takes approximately 25 steps; thus, a successful POMDP planner
must be capable of looking 25 steps ahead. We will use the term “successful policy” to
refer to a policy that always leads to heaven, even if the path is suboptimal. For a policy
to be successful, the agent must have learned to first move to the priest (information
gathering), and then proceed to the right target location.

Figures 16.3b&c show performance results, averaged over 13 experiments. The solid
(black) curve in both diagrams plots the average cumulative reward J as a function
of the number of training episodes (Figure 16.3b), and as a function of the number of
backups (Figure 16.3c). A successful policy was consistently found after 17 episodes
(or 6,150 backups), in all 13 experiments. In our current implementation, 6,150 back-
ups require approximately 29 minutes on a Pentium PC. In some experiments, a suc-
cessful policy was identified in 6 episodes (less than 1,500 backups or 7 minutes).
After a successful policy is found, further learning gradually optimizes the path. To
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investigate scaling, we doubled the size of the environment (quadrupling the size of
the state space), making the optimal solution 50 steps long. The results are depicted
by the gray curves in Figures 16.3b&c. Here a successful policy is consistently found
after 33 episodes (10,250 backups, 58 minutes). In some runs, a successful policy is
identified after only 14 episodes.

We also applied MC-POMDPs to a robotic locate-and-retrieve task. Here a robot
(Figure 16.4a) is to find and grasp an object somewhere in its vicinity (at floor or table
height). The robot’s task is to grasp the object using its gripper. It is rewarded for
successfully grasping the object, and penalized for unsuccessful grasps or for moving
too far away from the object. The state space is continuous in x and y coordinates,
and discrete in the object’s height.

The robot uses a mono-camera system for object detection; hence, viewing the object
from a single location is insufficient for its 3D localization. Moreover, initially the
object might not be in sight of the robot’s camera, so that the robot must look around
first. In our simulation, we assume 30% general detection error (false-positive and
false-negative), with additional Gaussian noise if the object is detected correctly. The
robot’s actions include turns (by a variable angle), translations (by a variable distance),
and grasps (at one of two legal heights). Robot control is erroneous with a variance
of 20% (in z-y-space) and 5% (in rotational space). Typical belief states range from
uniformly distributed sample sets (initial belief) to samples narrowly focused on a
specific z-y-z location.

Figure 16.4c shows the rate of successful grasps as a function of iterations (actions).
While initially, the robot fails to grasp the object, after approximately 4,000 iterations
its performance surpasses 80%. Here the planning time is in the order of 2 hours.
However, the robot fails to reach 100%. This is in part because certain initial con-
figurations make it impossible to succeed (e.g., when the object is too close to the
maximum allowed distance), in part because the robot occasionally misses the object
by a few centimeters. Figure 16.4b depicts three successful example trajectories. In
all three, the robot initially searches the object, then moves towards it and grasps it
successfully.

16.5 AUGMENTED MARKOV DECISION
PROCESSES

So far, we have studied two frameworks and algorithms for action selection under
uncertainty: MDP and POMDP algorithms. Both frameworks accommodate non-
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deterministic action outcomes. Only the POMDP algorithms can cope with uncer-
tainty in perception, whereas MDP algorithms assume that the state is fully observ-
able. On the other hand, MDP algorithms are polynomial in the number of states,
whereas POMDP algorithms are doubly exponential.

Both MDP and POMDP are in fact extreme ends of a spectrum of possible probabilis-
tic algorithms. MDP algorithms ignore the issue of uncertainty in a robot’s belief en-
tirely. In contrast, POMDPs consider all possible belief functions, even though many
of them might be extremely unlikely in practice. This raises the question of the middle
ground: Are there probabilistic algorithms that can accommodate some of the robot’s
uncertainty, yet are computationally more efficient than the full POMDP solution?

The answer is yes. In many robotics domains, the range of belief distributions the
robot might encounter is a small subspace of the space of all belief distributions that
can be defined over the state space. This insight enables us to devise probabilistic plan-
ning algorithms that are significantly more efficient than solutions to the full POMDP
problem, which still coping with robot beliefs in adequate ways.

16.5.1 The Augmented State Space

The augmented MDP algorithm (AMDP) applies to situations where the belief state
can be summarized by a lower-dimensional statistic. Values and actions are calculated
from this statistic, instead of the full belief 5. The smaller the statistic, the more
efficient the resulting algorithm.

In many situations a good choice of the statistic is the tuple

b = (arg@axb(s);H[b]) (16.80)

S

where argmax, b(s) is the most likely state under the belief distribution b, and
Hp = - / b(s)Inb(s) ds (16.81)

is the entropy of the belief distribution. Calculating a value function parameterized on

b, instead of b, is similar to the MDP approach assuming that the most likely state is
the actual state of the world. It differs, however, by a one-dimensional statistic that
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characterizes the amount of uncertainty in the state estimate. The entire uncertainty—
usually an infinitely dimensional quantity—is thus summarized by a one-dimensional
quantity: the entropy. The representation is mathematically justified if b is a sufficient
statistic of b with regards to the estimation of value, that is:

cw) = c®b) (16.82)

for all b the robot may encounter. In practice, this assumption will rarely hold true.
However, the resulting value function might still be good enough for a sensible choice
of action. Alternatively, one might consider different statistics, such as moments of
the belief distribution (mean, variance, ...), modes, and so on.

16.5.2 Value Iteration in AMDPs

Value iteration can easily be applied to the augmented MDP model. Let f be the
function that extracts the statistic from b, that is

b = f(b) (16.83)

for arbitrary beliefs 5. Then the POMDP value iteration equation (16.76) can be rewrit-
ten as

C(f(b) = mémx/ [C’(f(B(b,a,o’)))—l—/c(s') B(b,a,0')(s") ds’
/P(o’|s’) /P(S'|a, s) b(s) ds ds' do' (16.84)

This suggests an algorithm similar to the one in Table 16.2, replacing the value func-
tion C' by the concatenated function C' f. This algorithm would still loop over all belief
states b, but the estimation of the value function would be considerably faster due to
the fact that many belief b share the same statistic f(b).

Here we will formulate this algorithm similar to the algorithm MDP _value_iteration
in Table 15.1.
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1: Algorithm Augmented_MDP _value_iteration():
for all b
C) =0
4: repeat until convergence
for all b

C(b) = max, [[c(t') + C(¥')] P(V'|a,b); db’

7: return C'

Table16.4 The value iteration algorithm for augmented MDPs with finite state and action
spaces.

In analogy to the derivation in the Section on POMDPs, Section 16.3.1, we can calcu-
late P(b'|a,b) as follows:

P|ab) = / P(¥/|a,b) P(b]p) db (16.85)
- / / I;)z5 P[0, a,b) P(o/]ab) do db

///If(b):,; P|0,a,b) P(d|s") P(s'|a,b) ds" do db

// /If(b):E PV|0,a,b) P(d|s") P(s'|a,s) P(s|b) ds ds’ do db

///If(b):,; Lt(B(oap))=p P(0'|s") P(s]a,s) P(s]b) ds ds" do db

The function I is the indicator function whose value is 1 iff its condition is true. The
resulting conditional probability P(b'|a,b) is the motion model, formulated in the
space defined by 0.

Similarly, the expected costs can be expressed as a function of b as follows:
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= / / Iy (py—p ¢(): (s) ds db (16.86)

The resulting value iteration algorithm for the augmented MDP is shown in Table 16.4.
Notice that this algorithm is essentially the same as the one derived for MDPs. It is also
highly related, though less obvious, to the general POMDP value iteration algorithm
in Table 16.2. Lines 2 and 3 in Table 16.4 initialize the value function, defined over
the space of all belief statistics b. Lines 4 through 6 calculate the value function, using
the probability P(b'|a, b) defined above.

The resulting algorithm still appears inefficient, due to the difficulty of computing
P(V|a,b).

[reword the following]

We have employ two strategies for speeding up the calculation. Both are approximate.
First, we have replaced the exhaustive integration in Equations (16.85) and (16.86)
by a stochastic integration, in which the belief b, the states s and s’ and the observa-
tion o’ are drawn at random from the corresponding distributions. Second, the model
P(V|a,b) was cached using a look-up table, avoiding computing the same probabil-
ity twice. This leads to an explicit preprocessing phase where the familiar proba-
bilistic models P(o|s) and P(s’|s,a) are ‘translated” into the augmented state model
P(V'|a,b), for which the subsequent application of value iteration is then straightfor-
ward.

16.5.3 Illustration

The augmented state model considers the robot’s uncertainty when executing actions.
In particular, it characterizes the increase and decrease of certainty upon moving and
sensing. This enables the robot to anticipate and avoid situations with increased danger
of loosing critical state information.

In the context of mobile robot navigation, the augmented MDP algorithm anticipates
the increase and decrease of uncertainty in a robot’s pose estimate. For example, a
robot traversing a large featureless area is likely to gradually loose information as to
where it is. This is reflected in the conditional probability P(¥’|a, b), which with high
likelihood increases the entropy of the belief in such areas. In areas populated with
localization features, e.g., near the walls, the uncertainty is more likely to decrease.
Planners using the augmented MDP can anticipate such situations, and generate poli-
cies that minimize the time of arrival while simultaneously maximize the certainty at
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Figure16.5 Examples of robot paths in a large, open environment, for two different con-
figurations (top row and bottom row). The diagrams (a) and (c) are paths generates by a
conventional dynamic programming path planner that ignores the robot’s perceptual un-
certainty. The diagrams (b) and (d) are obtained using the augmented MDP planner, which
anticipates uncertainty and avoids regions where the robot is more likely to get lost. In anal-
ogy to ships who often stay close to the shore for orientation, the augmented MDP planner
is known as ‘coastal planner.

the time of arrival at a goal location. Since the uncertainty is an estimate of the true
positioning error, it is a good measure for the chances of actually arriving at the desired
location.

In the context of mobile robot navigation, the augmented MDP algorithm is also
known as coastal navigation. This name indicates the resemblance to ships, which
often stay close to the coastline so as to not loose track of their location (unless, of
course, the ship is equipped with a global navigation system).
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Figure 16.6 Performance comparison of MDP planning and Augmented MDP planning.
Shown here is the uncertainty (entropy) at the goal location as a function of the sensor range.

Figure 16.5 shows example trajectories for two constellations (two different start and
goal locations). The diagrams on the left correspond to a MDP planner, which does not
consider the robot’s uncertainty. The augmented MDP planner generates trajectories
like the ones shown on the right. In Figures 16.5a&b, the robot is requested to move
through a large open area in a museum (approximately 40 meters wide). he MDP
algorithm, not aware of the increased risk of getting list in the open area, generates
a policy that corresponds to the shortest path form the start to the goal location. The
coastal planner, in contrast, generates a policy that stays close to the obstacles, where
the robot has an increased chance of receiving informative sensor measurements at the
expense of an increased travel time. Similarly, Figure 16.5c&d considers a situation
where the goal location is close to the center of the featureless, open area. Here the
coastal planner recognizes that passing by known objects reduces the pose uncertainty,
increasing the chances of successfully arriving at the goal location.

Figure 16.6 shows a performance comparison between the coastal navigation strategy
and the MDP approach. In particular, it depicts the entropy of the robot’s belief b
at the goal location, as a function of the sensor characteristics. In this graph, the
maximum perceptual range is varied, to study the effect of impoverished sensors. As
the graph suggests, the coastal approach has significantly higher chances of success.
The difference is largest if the sensors are very poor. For sensors that have a long
range, the difference ultimately disappears. The latter does not come as a surprise,
since with good range sensors the amount of information that can be perceived is less
dependent on the specific pose of the robot.
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16.6 SUMMARY

In this section, we introduced three major algorithms for action selection under uncer-
tainty.

= The Markov Decision Process (MDP) framework addresses the problem of action
selection in situations where the outcomes of actions are stochastic, but the robot
knows its state with absolute certainty.

= Value iteration solves discrete MDPs by computing a value function over states.
Selecting actions by greedily maximizing value leads to optimal action choices.
A key characteristic of value functions is that they induce policies for action
selection that are defined over the entire state space. No matter what the outcome
of an action is, the robot knows what to do.

m  The more general framework of Partially Observable Markov Decision Processes
(POMDPs) addresses the question of action selection with imperfect sensors.
POMDP algorithms have to base decisions on belief states. Solutions trade off
information gathering (exploration) and exploitation.

= Value iteration can also be applied to solve POMDPs. In worlds with finitely
many states, actions, and observations, the value function is piecewise linear in
the parameters of the belief space. However, in the worst case calculating the
value function is doubly exponential in the planning horizon.

= Finally, we introduced the Augmented Markov Decision Process (AMDP) frame-
work, which blends MDPs and POMDPs. AMDPs represent the robot’s uncer-
tainty by a low-dimensional statistic (e.g., the entropy), opening the door to effi-
cient planning algorithms that consider some of the uncertainty in state estima-
tion.

= Value iteration was also applied to AMDPS. Within mobile robot navigation, the
resulting algorithm is known as coastal navigation, since it navigates robots in a
way that minimizes the anticipated uncertainty in localization.

16.7 BIBLIOGRAPHICAL REMARKS

16.8 PROJECTS

1.77?
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